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BAC 4.1 RDU JVM Settings 

April 14, 2011 

 

 

Introduction 

BAC 4.1 utilizes Java as the implementation language for many of its components. One 

of the strengths of the Java platform is its automatic memory management. Memory 

management is the process of allocating and de-allocating objects as they are needed or 

freed respectively by an application. Automatic memory management reduces the 

complexity of implementation and helps lead to more reliable code.  

 

This tech note will discuss the JVM tuning of BAC 4.1 Regional Distribution Unit 

(RDU). As the load on the RDU is increased so also is the demands on the automatic 

memory management. Proper tuning of the Java Virtual Machine (JVM) memory 

management can optimize RDU performance. 

 

Prerequisites 

Readers of this document should have knowledge of the following: 

 BAC architecture 

Hardware and Software Versions 

The information in this document is based on the software and hardware versions below. 

 Software - BAC 4.1 and all patches. 

Overview 

The Oracle HotSpot JVM organizes memory into areas based on the expected life of 

objects. These areas are the young and old generations. In addition, there is a third 
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generation called the permanent generation (or permgen) used to hold data describing 

classes and methods.   

 

When objects are first allocated, they are placed in the young generation. Many objects 

allocated are only needed for short periods of time before being released. In a heavily 

loaded RDU, megabytes of memory can be allocated and freed within a short period of 

time.  Collection of free objects in the young generation (referred to as minor collections) 

is done frequently and optimized for performance at the risk of memory fragmentation. If 

objects in the RDU are longer lived, they will be moved out of the young generation into 

the old generation. The old generation is larger then the young generation and takes 

longer to collect freed objects (referred to as full collections). The old generation is more 

optimized to reduce fragmentation. It is important to note that the collection process of 

the JVM will cause the application (i.e. RDU) to pause. The amount of time paused 

depends on the amount of memory and collection algorithm used.  

 

The JVM provides the ability to configure the algorithm that performs collection of 

unused memory. In addition, the size of the generations as well as over all memory can 

be set. Exact sizing is difficult and depends on many factors including specific workload. 

What follows are generalized tuning options that strive to optimize throughput while 

trying to reduce the amount of time the JVM pauses to collect freed memory.  

Recommended Configuration 

The parallel collection algorithm is used by the RDU. This allows collection of the young 

generation to be performed by multiple threads allowing collection to complete quicker 

with fewer pauses. The option to set the parallel collection is   

–XX:+UseParallelGC, however, this is the default on multiprocessor systems, where a 

thread is allocated per processor. In internal lab testing, greater than 8 threads did not 

result in any benefits and could lead to increased resource conflicts and fragmentation. 

The –XX:ParallelGCThreads options should be used on systems with greater than 8 

processors to limit the number of collection threads to 8. E.g  -XX:ParallelGCThreads=8. 

 



© 2011 Cisco Systems, Inc. All rights reserved. 

Page 3 of 7 

To aid in debugging the -XX:+PrintClassHistogram used. This option tells the JVM to 

print a histogram of class instances when a kill –QUIT rdu_pid is performed against the 

RDU. The output of this command will be sent to the rdu_console.log file. 

 

The –XX:ThreadStackSize option sets the amount of memory in Kbytes to be used for 

each VM thread stack. The default stack size on Solaris of 1MB is not needed for RDU 

threads and should be set to 128K. E.g. –XX:ThreadStackSize=128.  

 

To minimize collection pauses, the –XX:MaxGCPauseMillis options is used. This serves 

as a hint to the JVM to strive to keep the length of individual pauses bounded. In 4.1.x, 

this was set to 1500 milliseconds and should be increased to 2000 milliseconds. E.g. –

XX:MaxGCPauseMillis=2000 

 

To avoid excessive collections; the initial size of the JVM heap is set to the maximum 

size of the heap using the –Xms options. This disables the adaptive sizing that the JVM 

may do and maintains a sufficiently large young generation to minimize collections. The 

RDU auto configures the maximum heap based on the following table: 

 

Physical Memory (MB) RDU Heap (MB) 

512 102 

1024 205 

2048 410 

4098 or greater 750 

 

 

For systems with 4GB memory or greater, the initial heap size should be set to 750MB. 

E.g. –Xms750M.  

 

No changes are required for the permanent generation; the JVM defaults should continue 

to be used. 
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The recommended changes from the 4.1 runRDU.sh are: 

1. The initial heap size is explicitly set to 750MB for systems with 4GB or more of 

memory. 

2. The MaxGCPauseMillis is increased from 1500 ms to 2000 ms. 

 

Example 

An example runRDU.sh with all JVM options set is below: 
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#!/bin/sh 

 

# Relative path from this script to the root directory of the BAC installation. 

BIN_TO_HOME=../../.. 

 

# Determine the absolute directory path of the root directory of BAC. 

PROG_DIR=`dirname $0` 

BPR_HOME=`cd ${PROG_DIR}; cd ${BIN_TO_HOME}; pwd` 

 

# Include the definitions for BAC. 

. ${BPR_HOME}/bpr_definitions.sh 

 

exec $BPR_HOME/rdu/internal/bin/rdu $1 $2 $3 $4 \ 

    -Xms750M -XX:ThreadStackSize=128 -XX:MaxGCPauseMillis=2000 -XX:+PrintClassHistogram 

 

Alternative Configuration 

This configuration option utilizes the default JVM settings as was used for the RDU in 

BAC 4.0. The RDU will automatically set the maximum heap as described above, but no 

other defaults are changed. This option allows the JVM to automatically and dynamically 

adjust the heap sizes. It will allocate heap (up to the maximum) that is needed by the 

RDU to ensure a certain level of free space that can be satisfied by collections.  As a 

result a newly started RDU will have less committed memory and potentially more 

frequent but shorter collections. The JVM will allocate sufficient heap to satisfy the 

RDU’s workload. As the load is increased and cannot be satisfied through collections, 

additional heap is allocated up to the maximum. 

 

The changes from 4.1 runRDU.sh are: 

1. The MaxGCPauseMillis is removed. 

 

 

Example 

An example runRDU.sh with all JVM options set is shown below: 
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#!/bin/sh 

 

# Relative path from this script to the root directory of the BAC installation. 

BIN_TO_HOME=../../.. 

 

# Determine the absolute directory path of the root directory of BAC. 

PROG_DIR=`dirname $0` 

BPR_HOME=`cd ${PROG_DIR}; cd ${BIN_TO_HOME}; pwd` 

 

# Include the definitions for BAC. 

. ${BPR_HOME}/bpr_definitions.sh 

 

exec $BPR_HOME/rdu/internal/bin/rdu $1 $2 $3 $4 \ 

 -XX:ThreadStackSize=128  -XX:+PrintClassHistogram 

 

Comparison of Options 

With both configuration options, the majority of the collections will be performed on the 

young generation. The key difference between the options is the size of the generations, 

frequency of collection, and duration of full collections. 

 

The recommended configuration sets a high initial size that will result in fewer, more 

efficient collections. These allocations will be made on startup resulting in fewer 

collections as the RDU ramps up processing of requests. However, since the generations 

are large, the collection will take longer then the alternative configuration. In normal 

steady state processing, this should not be an impact on the RDU. Handling of spikes in 

workload may or may not trigger a full collection as it is based on the amount of free 

heap at the time the spike occurs. If the spike occurs with little heap available, a full 

collection will occur causing a pause in the JVM. 

 

The alternative option is more dynamic and the heap will grow or shrink based on RDU 

workload. Until the heap is grown, there will be more frequent but shorter minor and full 

collections. The RDU may not allocate its maximum heap if it is not needed to satisfy its 

workload. At startup, the generations will start small and grow as the RDU requires more 

heap. Under spike workloads, a full collection is very likely before additional heap is 

allocated. The duration of the pause will depend on the current size of the generations, 

but be shorter then if the full heap has been allocated. 

 

Under varying or heavy loads, the two options will behave similar overtime.  

 

To Update RDU JVM options 

To apply the updated options: 
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1. Stop BAC with /etc/init.d/bprAgent stop  

2. Make a copy of BPR_HOME/rdu/internal/bin/runRDU.sh 

3. Edit runRDU.sh and replace the JVM parameters in the exec line with the following as 
shown above. 

4. Start BAC with /etc/init.d/bprAgent start 
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