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Introduction
Frame Relay services are rapidly gaining popularity, particularly in North America, where the tariffs of these services are significantly
lower than dedicated lines. In particular, frame relay has proven very attractive to users with large distributed networks. Cisco has been
the major Customer Premises Equipment (CPE) supplier for these networks.

The rapid deployment of large frame relay networks has, however, uncovered many issues which are not obvious at first glance. Hence,
Cisco has been using its experience to create a more mature product with features that increase the stability and performance of frame
relay networks.

This note documents a Cisco development, known as theFrame Relay Broadcast Queue, which significantly reduces a problem
commonly found in larger frame relay networks. The following sections describe the problem, the solution developed and then provide
some guidance as to the use of the feature.

The Problem
When building large frame relay networks, it was very common that performance problems occurred when large numbers of DLCIs were
terminated by a single router. These performance problems were caused by the requirement to replicate routing protocol and Service
Advertisement Protocol (SAP) updates on each DLCI. The problem appears to a greater or lesser extent for all routing protocols and has
two symptoms:

1 The routing and SAP updates can consume access link bandwidth and hence cause significant latency variations for real user traffic.

2 The routing and SAP updates can consume interface buffers and hence lead to higher packet loss rates for both user data as well as
routing updates. Where routing or SAP updates are lost, instability in the network will be found.

This problem has been found in all router implementations and is not specific to Cisco. No other vendor is known to have a workaround.

Frame Relay Broadcast Queue
The Frame Relay Broadcast Queue feature works by identifying all broadcast traffic such as routing and SAP updates and putting this
traffic into a special queue which is managed independently of the normal interface queue. In particular, this queue has its own buffers
and a configurable service rate.

Broadcast traffic is defined as packets which are copies of an original packet and are to be transmitted on additional DLCIs. It should be
noted that the original routing or SAP packet passes through the normal queue. It should also be noted that due to timing sensitivity,
bridged broadcasts and spanning tree packets are sent through the normal queue.



Cisco Confidential
Copyright  © 1995 Cisco Systems, Inc. All Rights Reserved.

Page 2 of 8

Product Bulletin I.D. Number: 256 Frame Relay Broadcast Queue

The diagram below shows how both the normal and special queue exist for each interface.

Figure 1. Frame Relay Broadcast Queue

The queues are serviced so that the broadcast queue is given a maximum throughput in terms of both byte and packet counts per second
and is serviced to ensure that only this maximum is provided and no more. The broadcast queue effectively has priority when transmitting
at a rate below the configured maximum and hence has a guaranteed minimum bandwidth allocation.

Given the restriction in the rate at which broadcasts are sent out, additional buffering will be required to store the broadcast packets. The
broadcast queue is hence configurable to store large numbers of broadcast packets.

Benefits

The three key benefits of the Frame Relay Broadcast Queue are:

1 The access bandwidth consumed by the broadcast queue is limited and the normal data traffic is guaranteed a percentage of the access
bandwidth. This is very important for applications such as SNA transport where delay variations are critical.

2 The amount of buffering allocated to broadcasts can be increased without negatively impacting the performance of user data protocols
such as LAT. In some cases, increased interface buffering can lead to unnecessary retransmissions occurring and reduced total
throughput.

3 The likelihood of losing routing updates is significant reduced since a large special queue can be configured to store replicated routing
updates.

In other words, performance is smoother and the network is more stable in terms of session loss and lost routes.
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Configuration
On a per interface basis, the following configuration capability is provided.

frame-relay broadcast-queue <size> <byte-rate> <packet-rate>

<size> is the size of the queue--default=64

<byte-rate> is the number of bytes sent per second--default=256,000

<packet-rate> is the number of packets sent per second--default=36

The transmit rate limits set by byte-rate and packet-rate are intended to avoid flooding the interface with broadcasts. The actual limit in
any second is determined by the first of the two transmit rate limits reached.

Configuration Guide-lines

Byte and Packet Rates
The byte and packet rates should be set on the basis of the lesser speed of both the local access speed and the speed of the lowest speed
remote access lines.

As a a rule of thumb, the byte-rate should be less than both:

1 N/4 times the minimum remote access rate where N is the number of DLCIs that the broadcasts must be replicated to.

2 1/4 the local access rate.

For example, if both the local access is a T1 and there are 20 remote accesses are 64K, the maximum byte-rate be set to less than:

1 20 * 8000 /4 = 40,000 (Note: 8000 = 64 kbit/s)

2 180,000/4 = 45,000 (Note: 180,000 = 1.5 Bit/s approx)

It should be noted that because the replications are even across all DLCIs, it is unlikely that a singe remote access will be flooded.

The packet-rate is not so critical if the byte-rate is set conservatively. As a rule of thumb, set the packet rate assuming 250 byte packets.

Queue Size
The queue-size should be set to avoid loss of broadcast routing update packets. The exact size will depend on the protocol being used
and the number of packets required for each update. To be safe, set the queue-size so that one complete routing update from each protocol
and for each DLCI can be stored.

Another safe rule of thumb to use as a starting point would be 20 packets per DLCI.
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If you are prepared to experiment, reduce the queue size and look for drops using the show interface command as shown below.

Dimensioning Guides
Clearly, both the size and byte rate of the queue will grow linearly with the number of DLCIs and the size of the routing tables. Hence,
care should be taken to ensure that the number of DLCIs and the size of the updates are within reasonable boundaries given the access
bandwidth.

If necessary, be prepared to use any of the following techniques to reduce broadcast load:

• update-only routing protocols,

• routing and SAP filters,

• longer update timers,

• longer interval timers

• multiple access lines

• higher speed access lines.

Table 1. Output from Show Interface

Serial1 is up, line protocol is up

Hardware is MCI Serial

MTU 1500 bySerial1 is up, line protocol is up

Hardware is MCI Serial

MTU 1500 bytes, BW 1544 Kbit, DLY 20000 usec, rely 255/255, load 1/255

Encapsulation FRAME-RELAY, loopback not set, keepalive set (10 sec)

LMI enq sent 1, LMI stat recvd 0, LMI upd recvd 0, DTE LMI up

LMI enq recvd 1, LMI stat sent 0, LMI upd sent 0

LMI DLCI 0 LMI type is ANSI Annex D frame relay DTE

Broadcast queue 0/64, broadcasts sent/dropped 0/0

Last input 0:00:02, output 0:00:07, output hang never

Last clearing of “show interface” counters never

Output queue 0/40, 0 drops; input queue 0/75, 0 drops

Five minute input rate 0 bits/sec, 0 packets/sec

Five minute output rate 0 bits/sec, 0 packets/sec

1 packets input, 14 bytes, 0 no buffer

Received 0 broadcasts, 0 runts, 0 giants

0 input errors, 0 CRC, 0 frame, 0 overrun, 0 ignored, 0 abor

2 packets output, 36 bytes, 0 underruns

0 output errors, 0 collisions, 3 interface resets, 0 restarts

2 carrier transtes, RTS downs, CTS up, DTR up, DSRup
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As a guide to estimating the size and byte-rates required, below is a table which provides rule-of-thumb indications of the bytes per table
entry that must be transmitted on each DLCI in order for the periodic distance vector protocols to operate. The numbers are rough, as
they do not completely take into account issues such as packet fragmentation and initial overhead.

The table above does not include details for link state protocols and update only protocols, because these protocols are too complex to
analyze using this approach. Some of the issues associated with these protocols are covered in the following section. For detailed
descriptions of the various routing protocols, please refer to the original protocol definitions.

Protocol Issues
The choice of routing protocols can greatly change the characteristics of the broadcasting problem. In particular update-only protocols
which do not rely on periodic broadcasts have much better characteristics. Examples of these protocols are:

• E-IGRP for IP, IPX and AT

• OSPF for IP

• Integrated IS-IS for IP and OSI

Since these protocols do not broadcast large updates regularly, higher packet and byte rates are acceptable as the updates will less
frequently affect the performance of the normal user data. It is also important to note, however, that the queues be dimensioned properly
for the periodic exchange of the full routing/topology tables. Hence it is recommend that the queue sizes be dimensioned as if a periodic
protocol were being used.

It should be noted that in 9.21, SAP generation has been improved so that SAPs are generated as required and not as a group of packets.
This can significantly reduces the amount of buffering required. Set the SAP update interval to a level whereby SAP update traffic is
significantly less than the broadcast queue byte and packet rate limits given the number of DLCIs on the interface.

Memory Requirements
The memory requirements of the broadcast queue can be estimated as 1000 bytes per packet. Assuming a rule of thumb level of 20
packets per DLCI, the buffering required is equivalent to 20 Kbytes per DLCI.

Table 2. Routing Update Sizes

Routing Protocol Bytes/Entry

RIP 10

IGRP 14

Novell RIP 12

Novell SAP 85

Appletalk 6

Vines RTP 6

DECnet 4

OSI - IGRP 16

XNS 12
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The I/O memory on the 2500 with standard RAM configuration of 2 Mbytes is 1 MByte. Hence, it is recommended that the broadcast
queue buffer be kept to less than 300 Kbyte so that buffering for user data is not unreasonably depleted. Hence, a limit of 15 DLCIs is
recommended for a 2500 with standard memory. This would be suitable for a 64 Kbit/s access link.

It should be noted that other aspects of the 2500's role affect its memory requirements. In particular, large routing tables consume memory
as do functions such as TCP/IP tunneling for X.25, STUN, SRB or SDLLC. Extra memory is strongly recommended if the configuration
of the 2500 is at all complex and memory problems could emerge.

With an additional 4 MByte of RAM, the number of DLCIs could be increased to well over 100. At this point the packet rate and byte
rate issues become more significant. Hence if a total of 100 DLCIs is required, a T1 or E1 access link and high packet and byte rates
would be required to support any dynamic routing protocol.

Virtual Interfaces
It should be noted that in the IOS (Internetworking Operating System) 10.0 software there is a limit of 256 Virtual and physical interfaces.
Hence, if each DLCI is given its own virtual interface, the router is limited to 256 DLCIs. This restriction is expected to be removed in
a future release.

In most scenarios, it is not necessary that each DLCI have its own Virtual Interface. In particular, IP has the facility which allows
disabling of split-horizon routing and hence does not require Virtual Interfaces to support partial mesh topologies.

Software Release

The Broadcast Queue feature is available in 9.21(4) and all IOS 10.0 releases. In previous releases of software all broadcasts were stored
in the interface queue and hence large interface queues needed to be configured to avoid packet loss. This did nothing to reduce delay
impacts on real user data.

Support
Please refer all questions to cs-framerelay@cisco.com or to the various routing protocol mail lists. If you are unsure use cs@cisco.com.
If there is a problem in a live network, please refer the case to tac@cisco.com.
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Summary
The frame relay broadcast queue should be viewed as a mechanism to improve the performance and stability of frame relay networks. It
does not remove the need for thorough design procedures. The key advantages are:

1 The access bandwidth consumed by the broadcast queue is limited and the normal data traffic is guaranteed a percentage of the access
bandwidth.

2 The amount of buffering allocated to broadcasts can be increased without negatively impacting the performance of user data protocols
such as LAT.

3 The likelihood of losing routing updates is significant reduced since a large special queue can be configured to store replicated routing
updates.

Appendix 1: How many DLCIs can Cisco support on an Interface?
This question is similar to the question of how many PCs can you put on an Ethernet. In general, you can put a lot more than you should
given performance and availability constraints.

When dimensioning a router in a large network, the following issues should be considered:

DLCI Address Space: The only hard limits are the roughly 1000 DLCI limit due to the 10 bit DLCI address space in the frame relay
frame header.

LMI Status Update: The LMI protocol requires that all status reports fit into a single packet and generally limits the number of DLCIs
to less than 800.

Max DLCIs (approx) = (MTU -20)/5,

where MTU is the MTU size in bytes on the frame relay link.

Broadcast Replication:When sending, the router must replicate the packet on each DLCI and this causes congestion on the access link.
The Broadcast Queue reduces this problem. In general, the network should designed to keep the routing update load to below 20% of the
access lines speed. It is also important that memory requirements for the Broadcast Queue be considered. A good technique to reduce
this restriction is the use of default route or extending the update timers.

Broadcast Receipt: When receiving, the router must receive updates from the network. The issue here is that the upstream switch can
be overloaded and drop packets. When routing updates are dropped, routing instability occurs. Again, the receiving routing update load
should be kept to less than 20% of the access link speed and preferably lower. Where very high speed links are used, a limit of 128 Kbit/s
worth of routing updates is recommended.

Routing Stability: When using a link state protocol to reduce the update traffic, the dimensioning should be done assuming the periodic
update process and the worst case for Link State Updates (i.e. assuming link and power instability). Dimensioning should not be based
on the Hello traffic. As a rule of thumb, dimension assuming a distance vector protocol, but assume that extra bandwidth is available for
user data.

User Data Traffic: Clearly, the number of DLCIs is dependent on the traffic on each DLCI and the performance requirements to be met.
In general, frame relay accesses should be run at lower loads than router-to-router links since the prioritization capabilities are not as
strong in many cases and in general the marginal costs of increasing access link speed are lower than with dedicated lines.

Many of the issues covered here are included in the Internet Design Guide manual that Cisco provides.
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