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WHITE PAPER

Alternatives for High Bandwidth
Connections Using Parallel T1/E1 Links

 Introduction

Data communication connections at link speeds of 1.544

Mbit/s (T1) or 2.048 Mbit/s (E1) are widely available from

service providers today. As enterprise networks and their

connection to the global Internet become more a business

critical resource, the bandwidth requirements may grow

beyond the capacity of a single T1 or E1 link. If a single

connection at T1/E1 speed is not sufficient to satisfy the

bandwidth requirements, ready solutions are not always

available. Upgrading the link to higher speeds is the most

obvious solution, but often not possible since next level in the

digital transmission hierarchy is at 45 Mbps (T3) or 34 Mbps

(E3) link speeds. In many cases, these lines are prohibitively

expensive or may not even be available. Even if the lines are

available, the required bandwidth may be far below T3/E3

speeds and the link would be underutilized. Unless the

telecommunications carrier is offering specific leased line

services at speeds between T1/E1 and T3/E3, which is rare,

upgrading the link is often economically not feasible. Hence,

there is a gap in the continuity of solutions for leased line

connections.

The use of compression technologies can increase the

bandwidth available for data transmission on an existing T1

or E1 link. Users of compression can expect to get from two

to four times the throughput on an existing link but this

compression ratio is highly data dependent. Thus,

compression has limited ability to provide bandwidth

beyond the equivalent of 2 T1/E1s, and compression without

hardware assist can reduce system switching performance.

Solutions that allow the use of parallel T1 or E1 links to

provide NxT1 or NxE1 worth of bandwidth are approaches

that scale well and can be economical as links can be added

as the bandwidth requirements grow. Because there are no

standards for NxT1/E1 connections, and separate T1/E1

lines, even those that connect the same two sites, are not

synchronous to each other, NxT1/E1 solutions have typically

been complex. Key parameters of the various solutions are

how well they handle differential delay, the difference in time

it takes a packet to traverse one link in the bundle versus

another, link efficiency, how much of the NxT1/E1

bandwidth is actually usable for sending traffic, and

manageability, how the system handles individual T1/E1 line

failures.

This document discusses these issues and describes

alternatives for achieving NxT1/E1 connections, how they

can be used for efficient data transmission between Cisco

routers, and which alternatives are best for a given

application.

Alternatives for NxT1/E1 Connections

The most common solution today for NxT1/E1

connections is the use of a hardware “inverse multiplexer”.

These devices distribute traffic to each link (round robin) at

the bit or byte level to achieve a good balance of traffic across

multiple links. However, these solutions are proprietary and

relatively expensive to purchase and manage. Standards

based, and software solutions are emerging to provide very

cost effective solutions for NxT1/E1 connections that rival

the functionality of dedicated hardware inverse multiplexers.

These alternatives are:

• Traffic load balancing using Cisco Express Forwarding

• Multilink PPP for serial connections

• ATM Inverse multiplexing
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Hardware Inverse Multiplexing

Inverse multiplexing (IMUX) devices take a serial

bitstream via a standard serial interface and transmit it over

multiple links by distributing the data on the bit or byte level.

This results in very good equal link utilization. The clockrate

of the serial interface is determined by the aggregate rate of

the transmission links. IMUX devices monitor the individual

links, if a link fails or shows severe errors the link is taken out

of service and the clock rate towards the end system is

lowered accordingly. When the link comes back online or the

error rate falls below a threshold it is added automatically to

the bundle again. The number of links is usually between two

to eight links per IMUX device.

Figure 1 Hardware solutions provide good load balancing efficiency and are
independent of link layer protocols
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Table 1 below provides a basic comparison of hardware inverse multiplexers to these approaches. The following sections

expand on the characteristics of each alternative and provide insight into where each is most applicable.

Table 1 NxT1/E1 Alternatives Characteristics

Hardware IMUX Load Balancing MLPPP IMA

Number of T1/E1 per bundle 2-8 2-6 2-8 2-32

Preserves packet order x - x x

Max. NxT1/E1 bundle per VIP N/A 28 8 N/A

Use with any serial PA - x x -

Software only solution - x x -

IP address conservation x - x x

No router CPU load increase x x - x

Easy L3 service management x - x x

Integrated Management with router x x x

Automatic handling of down links x x x x

Automatic handling of severely
errored links

x x x x

Load balancing efficiency very good fairly - good very good good

Standards based - x x x

Compression Service Adapter
support

x x (x) (x)

2500/3600 CPE support N/A x x x
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Inverse multiplexing devices are working at the physical

layer and are transparent to the upper layers, thus IMUX

devices are invisible to a router. No change in network layer

addressing is needed, packet order is not affected, and

advanced features on the routers, like IP quality of service or

compression service adapters, can be used. The addition of a

link does not require changes in the router configuration. As

no special hardware is required on the router side, all routers

supporting synchronous serial interfaces can be used with

IMUX technology. However, most serial interface processors

and port adapters are designed to run at speeds up to T1/E1

per port. The link provided by an IMUX exceeds this speed,

and some ports may need to be shut down to provide the

necessary resources to a port running at speeds greater E1.

HSSI ports are designed to run at speeds up to 52 Mbps and

may be required to connect to an inverse multiplexing device

at speeds exceeding 8 Mbit/s. This may add to the initial cost

of deployment.

The inverse multiplexing devices need to be set up and

managed separately from the router, adding to the overall

complexity of the network. The IMUX devices also only

provide limited flexibility to adopt to the ongoing changes in

the network. They are very specific devices that can hardly be

used elsewhere once they are replaced by e.g. a DS3 or E3

link. While expensive, IMUX devices do provide very

efficient use of the aggregate bandwidth and some support

data inputs from multiple sources (router, PBX, etc.). The

extensive link management facilities of advanced inverse

multiplexers allow for individual performance monitoring of

the links, failure detection and correction. This is most

applicable where link conditions change frequently.

Applications for IMUX devices include data center

interconnect, transoceanic links and trunking, where it may

not be feasible to focus on router traffic only.

ATM Inverse Multiplexing

The ATM Forum has defined an inverse multiplexing

mechanism, often referred to by its acronym IMA for Inverse

Multiplexing for ATM, to carry ATM VCs over parallel T1/

E1 links. IMA distributes the individual cells across the links,

the cells themselves are carrying the VPI/VCI information to

identify the VC they are belonging to. Cell order is

maintained by ICP (IMA Control Protocol) cells that are

inserted into the cell streams on the links. The ICP allows, in

conjunction with buffering on the receive side, compensation

for differential delay across the links. In addition the ICP

performs tasks for link maintenance like startup and

monitoring.

The IMA function requires specialized hardware, which

is integrated on the ATM switch and end systems interface

cards. Although there is some specific configuration needed

for the IMA part, the configuration for the ATM SVC and

PVC is not different from the configuration when used with

a non-multiplexed ATM link, e.g. an E3 or OC3 connection.

To increase the bandwidth a new link needs only to be added

in the IMA configuration. The ICP provides dynamically

adaptation of the cell rate to the available aggregate

bandwidth. ICP monitors the individual links and takes a

link out of service if certain error thresholds are exceeded.

However removing a link may lead to VCs being

disconnected as service guarantees can not be met any longer.

IMA is applicable if the network is build around an

ATM core and specific features (e.g., traffic shaping or ATM

service guarantees) are used for layer 3 traffic. Otherwise

IMA only increases cost and overhead due to ATM cell

processing.

Software solutions

Cisco IOS software provides functionalities that allow

to use parallel links without the additional hardware. The

links are connected directly to the router – a feature that

becomes even more attractive with the new Multi-Channel

interfaces that support multiple T1/E1 links on one physical

channelized connection. This eliminates investment in

inflexible specific purpose devices like inverse multiplexers.

There are two options available to use parallel links with

Cisco IOS software, load balancing and Multilink PPP.
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Figure 2 Software solutions eliminate the need for specialized hardware

Load balancing

The term load balancing describes a functionality in a

router that distributes packets across multiple links based on

layer 3 routing information. If a router discovers multiple

paths to a destination with the same metric, the routing table

is updated with multiple entries for that destination. Some

routing protocols also allow unequal cost load balancing

using variance (links with better metrics are given more

traffic to pass than links with worse metrics). For the

following sections, only parallel links of the same routing

metric are discussed.

Load balancing operates at the network layer (layer 3)

of the OSI reference model, it is performed by the layer 3

forwarding process in a router and independent of the link

layer technologies. In general there are two modes of load

balancing: On per-destination or on per-packet basis.

Per-destination load balancing assigns all packets for a

specific destination to one of the paths. This means that if one

destination, e.g. a fileserver, receives the majority of the

traffic all of the packets will use only one link and the

bandwidth available on other links will be unused. Per packet

load balancing avoids this by using the parallel paths in a

round robin fashion. However this introduces the possibility

of packets arriving out of sequence at the destination if the

delay across one path is longer than across another path.

Usually, each serial link is assigned a network number or

subnet. Specifically with TCP/IP this may lead to address

constraints. The use of variable length subnet masks (VLSM)

and routing protocols supporting VLSM can help to reduce

waste of address space. Each link shows up as a separate

subnet or network in the routing tables throughout the

network, increasing the size of the tables and making

management slightly more difficult. In large networks careful

planning and address summarization may be needed in order

to limit the routing table size.

In case of a link failure, dynamic routing protocols

delete the entry from the routing table and continue to use

the remaining links. Advanced routing protocols, like

Enhanced IGRP and OSPF, can detect and react to a link

failure within a few seconds. A link is considered failed if the

signals on the serial interface indicate loss of carrier or the

line protocol goes down due to a severely errored link or a

router failure on the other end. On a lightly errored link the

line protocol may stay up although some packet loss occurs,

however the overall throughput may still be better compared

to an IMUX device that takes the link out of service

immediately. As the load balancing mechanism is working at

layer 3 and therefor is independent of the link layer protocol

it may be possible to use a lightly errored link with a link

layer protocol that can be configured for error correction or

link quality monitoring (e.g., PPP).

Load balancing is a standard functionality of IOS router

software, and is available across all router platforms. It is

inherent to the forwarding process in the router and is

automatically activated if the routing table has multiple

paths to a destination. The only configurable options are the

load balancing mode (per-packet or per-destination) and

number of paths that may be used. Load balancing is a basic

router function. It is based on the standard routing protocols

and packet forwarding mechanisms. As such it works in

multi-vendor environments and also does not require that

every router in the network supports it, however this may

lead to inefficient use of network resources and the links

themselves.

From the management perspective the individual links

of a bundle are not different from any other serial link, each

are managed separately. All management tasks are done via

Headquarters

NxT1
 or

NxE1
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the command line interface or the SNMP agent in the router.

Each individual link is configured and monitored

independent of the other links. This separate management

introduces a complexity when using advanced IP services,

quality of service, etc., since these service need to be

configured on each link individually rather than on the

bundle as a whole.

Load balancing with CEF for IP
Per-packet load balancing does not use route-caching

mechanisms like fast switching or optimum switching and

that can lead to increased CPU load. The design of Cisco

Express Forwarding (CEF) includes enhancements that allow

to use load balancing without sacrificing forwarding

performance for any load balancing configuration.

In all switching modes the number of parallel paths is

limited by the maximum number of paths that the IP routing

protocol enters into the routing table, the default number is

4 entries except for BGP where it is one entry. The maximum

number supported is configurable to 6 paths. As load

balancing is performed at layer 3 it is independent of any

hardware configuration, the paths can be spread over

different interface cards of different types in a router. Also,

on a Cisco 7500 router with VIP2 interface processors

running distributed CEF the interfaces do not need to be

collocated on one VIP2.

CEF is available in IOS software version 11.1(17)CC for

Cisco 7200 and 7500 series routers. IOS release 11.1CC also

supports IP Quality of Service features, which can be

combined with CEF to provide network wide service classes.

Load balancing for other network protocols
Most other network protocols also have the ability to

load balance across multiple equal-cost paths. Appletalk uses

up to 16 paths on packet-by-packet basis in round-robin

fashion. For Novell IPX up to 64 paths in either

packet-by-packet round robin or per-host load sharing are

supported. DECnet supports up to 31 paths in

packet-by-packet or per session basis. Banyan VINES and

XNS support load sharing on a per-packet basis.

Multilink PPP

Multilink PPP, standardized in RFC1990, is similar to

the above load balancing techniques in that it sends packets

across the individual links in a round robin fashion.

However, Multilink PPP adds three significant capabilities.

First, because multilane PPP works at the link layer, it makes

an NxT1/E1 bundle appear as one logical link to the upper

layer protocols in the router. Thus, only one network address

needs to be configured for the entire NxT1/E1 bundle.

Second, Multilink PPP keeps track of packet sequencing and

buffers packets that arrive early. With this ability, Multilink

PPP preserves packet order across the entire NxT1/E1

bundle. Third, packet fragmentation can be enabled to split

large data packets into smaller packet fragments that are

individually transmitted across the links. In many

circumstances fragmentation can increase the efficiency of

the NxT1 link.

Multilink PPP also offers significant link manageability.

If an individual link fails, Multilink PPP can automatically

detect the failure and remove that link from the bundle. As

long as one link of the bundle is working the logical interface

representing the bundle is up. By using keep alive signals,

Multilink PPP can detect when a previously failed link comes

back up then reinsert that link into the bundle. Additionally,

when more bandwidth is needed, additional links can be

added to the bundle by simply configuring them as a member

of the bundle. No reconfiguration at the network layer, e.g.,

new addressing, is needed. This is also a significant factor

when considering the use of advanced router services, a

specific quality of service, for example, can be configured

once for the bundle as a whole rather than on each link in the

bundle.



Copyright  © 1998 Cisco Systems, Inc. All Rights Reserved.
Page 6 of 8

The tradeoff for the increased functionality is that

Multilink PPP requires greater CPU processing than load

balancing solutions. Packet reordering, fragment reassembly,

and the Multilink PPP protocol itself all take CPU power.

Beginning with Cisco IOS software version 11.2,

Multilink PPP is supported on serial interfaces with leased

line connections. All network protocols that are supported

with PPP encapsulation can be configured to use the

Multilink bundle. While Multilink PPP is supported on all

platforms, the CPU processing capabilities of each platform

limit the aggregate bandwidth (number of T1/E1s in a

bundle) that can be used. With the 12.0IOS release Multilink

PPP protocol processing is distributed to the Versatile

Interface Processors (VIP) in the Cisco 7500 series routers

which will enable up to eight Multilink bundles per VIP.

Selecting a mechanism

Selection of an NxT1/E1 bundling mechanism requires

a decision on which system parameters are to be optimized.

Each alternative offers different characteristics in terms of

link efficiency, scalability, cost, manageability, services

support and performance.

Table 2 NxT1/E1 Solutions Characteristics

Hardware IMUX Load Balancing Multilink PPP IMA

Needs Dedicated Hardware Yes No No Yes

Needs additional Network Addresses No Yes No No

Supports Standard Serial Interfaces Yes Yes Yes No

Supports HSSI Yes Yes No No

Supports Channelized Interfaces No Yes Yes No

Supports IOS Quality of Service Yes Yes No Yes

Line protocol transparent Yes Yes No No

CPU intensive No No Yes No

Router-only infrastructure No Yes Yes No

Integrated Management No Yes Yes Yes
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Load Balancing and multilane PPP are software-only

solutions that can be used with any serial interface, do not

require the purchase of specific hardware, and can scale to

large numbers of connections per router. Thus these

alternatives minimize cost, have good scalability, and,

because they are functions integrated with the router, require

no special management. However, as these alternatives are

performed in software, potential switching performance and

link efficiency may not fully reach the level of hardware

based solutions.

All alternatives have similar convenient handling of

failed or errored links, and support all important network

protocols. Hardware inverse multiplexers present one large

bandwidth connection to the router and are completely

independent of the layer 2/3 infrastructure. This is a benefit

in environments, such as the military, where external

encryption or compression devices are required. Inverse

Multiplexing for ATM is good where the core network is

ATM based, and a unified transport mechanism throughout

the WAN is desired to fully utilize the benefits of ATM. In

either case, these hardware solutions present difficulties in

scaling to large numbers of NxT1/E1 connections from a

single router - each NxT1/E1 connection requires a new piece

of specialized hardware.

Of the two software based solutions, Multilink PPP

provides characteristics most similar to hardware inverse

multiplexers, with good manageability and layer three

services support. The cost of Multilink PPP, in terms of

slightly reduced switching performance, is justifiable in

environments where managing large numbers of NxT1/E1

connections is a primary concern. Until the distributed

implementation of Multilink PPP is available in Cisco IOS

12.0, load balancing, especially when using CEF in IP

networks, will bridge the gap between hardware solutions

and Multilink PPP for flexible and high performance NxT1/

E1 connectivity.

Table 3 NxT1/E1 Solutions Comparison

Summary

NxT1/E1 connectivity for wide area networks can be provided with different solutions. Hardware based solutions fulfill

stringent requirements for specific applications, whereas software based solutions provide a cost-effective and more scalable way to

increase bandwidth in the majority of installed networks.

Hardware IMUX ATM Inverse Multiplexing CEF Load Balancing Multilink PPP

Optimize Link Efficiency X - - -

Optimize Scalability - - X X

Optimize Manageability - - - X

Optimize Cost - - X X

Optimize Services Support X X - X

Optimize Performance X X X -
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