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HA Connectivity for Servers and Mainframes: NIC 
Teaming and OSA/OSPF Design

This document is the second in a series of four documents that provide design guidance for  designing and 
implementing a data center infrastucture that ensures high availability, security and scalability:

• Data Center Infrastructure Architecture—Provides background  information for designing a secure, 
scalable, and resilient data center infrastructure. 

• Data Center Infrastructure Design—Describes major design issues, including routing between the 
data center and the core, switching within the server farm, and optimizing mainframe connectivity.

• HA Connectivity for Servers and Mainframes: NIC Teaming and OSA/OSPF Design—Provides 
information about server connectivity with NIC teaming and mainframe connectivity 

• Data Center Infrastructure Configuration—Provides configuration procedures and sample listings 
for implementing the recommended infrastructure architecture.

This document  provides information about server connectivity with NIC teaming and mainframe 
connectivity. It includes the following sections:

• Overview, page 5

• NIC Teaming Architecture Details, page 12

• Mainframe OSA and OSPF Architecture Details, page 25

• Configuration Details, page 31

Overview
Figure 1 shows a high-level view of the Cisco data center architecture, which is described in detail in 
"Data Center Infrastructure Design." As shown, the design follows the proven Cisco multilayer 
architecture, using core, aggregation, and access layers. Network devices are deployed in redundant 
pairs to avoid a single point of failure. Figure 1shows each server connected with two wires to two 
different access switches and a mainframe connected to two aggregation switches.

This document addresses the issues surrounding the deployment of servers with multiple network 
interfaces in the enterprise data center. The focus of this document is designing the attachment between 
the servers and the network, and it explains the following topics:

• Designs with one link active and one link standby

• Designs with all the links active
5
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• How to increase the throughput available to the server for the outbound direction of the traffic 
(server-to-client)

• How to increase the throughput available to the server for both inbound and outbound direction of 
the traffic

• How to design network security when using the NIC teaming options

This document provides some background information about IBM mainframes and describes how to 
integrate mainframes into the Layer 2/Layer 3 infrastructure specifically from the point of view of  IP 
addressing and routing.

Figure 1 Data Center Architecture

Ensuring Server Farm and Mainframe Availability
Figure 2 shows some points of failure in a server farm. Each failure could potentially result in lost access 
to a given application with consequences that vary according to the use of the application. If the 
application is used by customers to place orders, the impact is more significant than if the application is 
only used for development. 
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Failure 1 is the failure of a server, which is typically recovered by using multiple servers with the same 
application and by distributing the client requests through load balancing. Failure 2 is the loss of 
connectivity between the server and the network because the server NIC failed, the switch port failed or 
the cable was broken. Failure 3 is the failure of the access switch, and prevent this failure is the focus of 
this document.. Failure 4 is the failure of the uplink between the access and the aggregation switches. 
Failure 5 is the failure of the aggregation switch.

Layer 2 and Layer 3 protocols help recover from Failures 4 and 5. For details about the design that 
addresses these failures refer to Chapter 2, “Data Center Infrastructure Design.” Failure 1 is addressed 
by the use of load balancing or content switching. Server multi-homing alleviates the impact of Failure 2. 

Figure 2 Points of Failure in a Server Farm

Server farms in a data center have different availability requirements depending on whether they host 
business critical applications, development applications, and so forth. Availability requirements can be 
met by leveraging software technologies as well as network technologies. .For maximum availability, 
you can implement one or more of the following design strategies:

• Load balance applications with a network device or clustering software

• Multi-home servers with multiple NIC cards

• Deploy access switches with dual supervisors

Figure 3 shows some points of failure in a mainframe environment. 
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Figure 3 Points of Failure in a Mainframe Environment

Failure 1 is the failure of a logical partition (LPAR), this failure is typically recovered by using multiple 
LPARs with the same virtual IP address (VIPA) and by using a combination of the Sysplex technology 
with load balancing. Failure 2 is failure of the mainframe itself and is recovered by using Sysplex and 
load balancing technology. Failure 3 is the loss of connectivity between the server and the network 
because the OSA card failed, the switch port failed, or the cable was broken. This failure is recovered 
by using dynamic routing protocols between the mainframe and the aggregation switch/routers. Failure 
4 is the failure of the aggregation switch and is recovered by using dynamic routing protocols.

Load Balanced Servers
Load-balanced server farms are located behind a load balancer, such as a Cisco Content Switching 
Module (CSM). Typically, such a server farms  include the following: web and application servers, DNS 
servers, LDAP servers, RADIUS servers, TN3270 servers, streaming servers and so on. For a description 
of the popular applications of load balancing refer to: 
http://www.cisco.com/warp/public/cc/pd/cxsr/400/prodlit/sfarm_an.htm

Load-balanced server farms  benefit from load distribution, application monitoring and application layer 
services such as session persistence. On the other hand, although the 4 Gbps throughput of a CSM proves 
very effective for most client-to-server environment transactions, it might become a bottleneck for bulk 
server-to-server data transfers in large-scale server farms. You can address this issue in a number of 
ways, including the following:

• Direct server return

• Performing client NAT on the load balancer

• Using Policy Based Routing

The network design with a Cisco Content Switching Module (CSM) is the object of a different document 
but the recommendations described in this document equally apply to the design in presence of a CSM 
and should be deployed previous to the installation of the CSM.

A key characteristic of a load-balanced server is the placement of the default gateway. You typically 
identify the gateway for a server using a Hot Standby Routing Protocol (HSRP) address on the router 
inside the Catalyst 6500 switch or on the firewall device. However, with a load-balanced server, you may 
use the IP address of the CSM for the default gateway address.
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NIC Teaming
Each enterprise classifies its server farms  based on how critical they are to its business operations. The 
measures you take to ensure availability of a specific server will depend on its importance to the overall 
operation of the business.

A server that is used in production and handles sales transaction is often dual-homed and configured for 
“switch fault tolerance.” This means that the server is attached with two NIC cards to two separate 
switches (See Figure 4.). This allows performing maintenance on one of the access switches without 
affecting access to the server. 

You can deploy dual-attached servers using network adapters having different IP and MAC addresses, 
or using network adapters that share a single address.  You can use network adapters that distribute 
network traffic evenly among themselves, or employ backup adapters that take over data transmission 
and reception responsibilities only when the primary adapter is unavailable.  The advantages and 
disadvantages of each deployment mode are discussed in this document.

The various network adapter deployment modes also help guarantee high availability for server-based 
data and applications.  Although high availability depends on the data center infrastructure, the 
deployment of dual-attached servers can help to push the concept of high availability from the core of 
the network to each individual server in the data center server farm.  

The possible modes for the deployment of dual-attached servers in data center server farms that are 
discussed in this document include Fault Tolerance, Load Balancing, Link Aggregation, and Layer 3 
Multihoming.  Network adapter teaming requires teaming software that is typically provided by the 
network adapter vendor.  

Figure 4 Dual-Attached Servers

Figure 5 illustrates at a very high level how the different NIC attachment options work.

When two network adapters are teamed using Fault Tolerance (FT) mode, they share a single IP address 
and a single MAC address while performing in an Active-Standby fashion. Only one NIC receives and 
transmits traffic and the other NICs are in standby mode. Should the primary NIC fail, one of the 
remaining NICs takes over for both the receive and transmit function.

Fault-tolerance is categorized as switch fault tolerance and adapter fault tolerance.
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• Servers configured with multiple NIC cards each attached to a different access switch (switch fault 
tolerance) provide the maximum possible availability. This option is typically reserved to servers 
hosting business critical applications.

• The configuration with both NIC cards connected to a single switch goes under the name of “adapter 
fault tolerance”. The two NICs should be attached to different linecards. This option protects against 
failure of a linecard in a modular access switch, against the loss of a NIC card or against a cable 
failure. If the access switch fails the server is not accessible. For this reason this option offers less 
availability than the switch fault tolerance.

The need to transport data more quickly among servers and between clients and servers is driving the 
adoption of technologies to increase the available throughput, including the following:

• Network technologies (such as Gigabit Ethernet and port aggregation) 

• TCP/IP stack technologies (such as the RFC1323 option)

• NIC card features (such as the interrupt coalescing option)

• Server bus technologies (such as PCI-X)

The design of a data center needs to be flexible enough to accommodate all these requirements. The 
technologies that are more relevant to the network design of the data center are the following:

• Adaptive load balancing

• Port aggregation 

Adaptive load balancing consists in using multiple links from the server that share a single IP address 
while maintaining their unique MAC addresses and operating in an Active-Active mode.  The main NIC 
card receives and transmits the traffic, while the other NICs all transmit traffic. If the main NIC fails, 
one of the remaining NIC cards takes over the primary role (receive and transmit) while the remaining 
NICs still only transmit traffic. Typically, each link goes to a different access switch as depicted in 
Figure 5. 

If the NICs used on the servers are FastEthernet, 400 Mbps is available for transmitting data from the 
server to the client, and 100 Mbps is available for receiving data from the client to the server. If one 
access switch fails, one of the remaining links takes over the receive function, and the traffic is 
transmitted on the remaining links. The main drawback to this solution is that the receive direction is 
limited to the bandwidth of a single link.

Port aggregation. which is also illustrated in Figure 5, is a technique whereby a server is connected to a 
switch with multiple Ethernet links. If each individual link is FastEthernet, the aggregate throughput 
available to the server is 400 Mbps. The main disadvantage of this technique is that if the access switch 
fails the server is no longer reachable (if this is a concern you should use adaptive load balancing). The 
other disadvantage is that the distribution on the four links is based on algorithms implemented by the 
switch and by the server. This means that statistically, all four links are used, but a single flow between 
a client and a server often cannot use more than the bandwidth of a single link. The solution to this 
problem is upgrading a FastEtherChannel to Gigabit Ethernet, or a GigabitEtherChannel to 10 
GigabitEthernet, which allows the use of much greater bandwidth by a single flow.
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Figure 5 Multiple NIC Deployment Modes

Mainframe Sysplex
Sysplex, which was introduced by IBM in the 90's, is a clustering technology for virtualizing a number 
of mainframes or LPARs to simulate a single computer.  If one of the components fails, the system works 
around the failure and distributes new requests to the remaining components. In Sysplex, the processors 
are coupled together by using the ESCON Channel-to-Channel communication. Incoming requests from 
clients are distributed to the LPARs based on their load by using the intelligence provided by the  
WorkLoad Manager (WLM).

Figure 6 illustrates the connectivity between mainframes and the network.
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Figure 6 Mainframe and Layer 3 Connectivity

The connectivity between the mainframes and the network is based on the use of Layer 3 links and a 
dynamic routing protocol running on the mainframes and the network which allows advertising the 
Virtual IP Addresses configured on the LPARs. Multiple OSA cards, each with a unique IP address and 
MAC address, are installed in a single mainframe.  

Each OSA card can exist on a different subnet or share the same subnet or broadcast domain.  This 
configuration provides load distribution of the traffic on multiple links as well as fault tolerance. When 
using multiple OSA cards, when one card or network link is lost, traffic is rerouted to any surviving 
OSAs. The routers remove the lost next-hop from the forwarding table to avoid black-holing of traffic. 
Load balancing is often used to perform load distribution to the LPARs configured inside the mainframe.

NIC Teaming Architecture Details
This section describes the following methods for deploying dual-attached servers in data center server 
farms:

• Fault Tolerance

• Load Balancing

• Link Aggregation

• Layer 3 Multihoming.  

Network adapter teaming requires teaming software that is typically provided by the network adapter 
vendor.  
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Hardware and Software
The deployment modes described in this document have been tested using the following operating 
systems:

• Microsoft Windows 2000, Windows Server 2003, and Windows NT 4

• NetWare 4.11 and above, UnixWare* 7.x with ddi8

• Linux (32 bit).  

The recommended deployment modes are compatible with most network adapters, including products 
from HP-Compaq, Broadcom, and Intel. 

We do not recommend the use of dynamically assigned IP addresses (DHCP) for server configuration in 
conjunction with any of these deployment modes.  Also, proper implementation of the suggested 
dual-attached server deployment modes requires that all network adapters belong to the same VLAN.  

The recommendations made in this document are based upon testing performed with the Intel PRO/1000 
MT Server adapter configured as shown in Table 1. 

For more relevant deployment-related information, please refer to the network adapter and teaming 
documentation provided by your preferred vendor.

Deployment Modes

This section describes the different deployment modes available for configuring dual-attached servers and it 
includes the following topics:

• Fault Tolerance Modes

• Load Balancing Modes

• Link Aggregation Modes

• Layer 3 Multihoming

Fault Tolerance Modes

This section describes the different fault tolerance modes and it includes the following topics:
• Overview

• Adapter Fault Tolerance

• Switch Fault Tolerance

Table 1 Tested Dual Attached Server Configurations

Microsoft Windows 2000 Server Red Hat Linux 9.0

Intel PROSet Software Ver. 8.2.0 Ver. 1.7.68 (PROcfg daemon)
Ver. 1.7.64 (PROcfg config tool)

Network Adapter Driver Ver. 7.2.17 (bundled with 
PROSet 8.2.0 software)

Ver. 5.2.16

Advanced Networking Services 
(ANS) Adapter

Ver. 6.24.0 (bundled with 
PROSet) 8.2.0 software)

Ver. 2.3.61
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Overview

When you configure dual-attached servers for fault tolerance, a secondary adapter is allowed to take over 
for the primary adapter if the first adapter, the cabling, or the host on the connected link fail. To group 
the preexisting server adapters together as a fault tolerance team, you configure a virtual adapter instance 
with a unique IP address.  You can also configure the virtual adapter with a unique MAC address, or it 
will assume the MAC address of the primary server adapter.  

Note We recommend that you configure the virtual adapter with a unique MAC address. This configuration is 
less prone to interoperability problems.

Figure 7 Fault Tolerance

Under normal conditions, the primary adapter assumes the IP address and MAC address of the virtual 
adapter while the secondary adapter remains in standby mode (see Figure 7). When the primary adapter 
transitions from an active state to a disabled state, the secondary adapter changes to active state and 
assumes the IP address and MAC address of the virtual adapter . Network adapter or link failures are 
detected by probe responses or by monitoring link status and link activity. 
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Figure 8 Microsoft Windows Intel  PROSet Fault Tolerance Configuration

Probes consist of broadcast or multicast packets that are passed across the network between team 
members to determine current member status.  Probes are configurable; they can be sent at intervals of 
one to three seconds, or disabled.  With probes sent at one-second intervals, failover occurs in one second 
without TCP session loss.  To configure these probe settings,  use the Advanced tab on the Microsoft 
Windows Intel PROSet software configuration window shown in Figure 8.  Without probes, failures are 
detected by link status and link activity, with failover occurring after two to three seconds without TCP 
session loss.  

Note In most configurations probes bring little value to the design, so it is recommended to disable them. The 
failures that could be detected by the probes are typically recovered from by the network. The only 
failure that the NIC teaming software needs to detect is a link down, which doesn’t require a probe.

The available Fault Tolerance modes include the following:

• Adapter Fault Tolerance (AFT)

•  Switch Fault Tolerance (SFT)

The following paragraphs describe each of these fault tolerance modes. Of the available modes, Cisco 
considers Switch Fault Tolerance the most relevant for server farm availability.

Adapter Fault Tolerance

Because adapter fault tolerance (AFT) mode uses probes to determine team member status, all members 
of the team, which typically include from two to eight adapters, must be connected to the same switch 
and share the same VLAN.  Either multicast or broadcast packets are passed across the switch 
periodically by all adapters in the team.  If an adapter fails to send or report receiving valid probes after 
the configured timeout period, it is transitioned to a disabled state.  
15
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AFT allows mixed adapter models and mixed connection speeds as long as there is at least one 
vendor-compliant network adapter in the team.  In other words, when using the Intel network adapter 
teaming software, at least one of the network adapters in the AFT team must be an Intel network adapter.  
The AFT mode requirement that all adapters are connected to the same switch makes the access switch 
a single point of failure.

When using AFT, to minimize network flooding by multicast or broadcast packets, probes should be 
configured for the maximum interval of three seconds or disabled.  Another method of limiting the effect 
of the flooding of multicast traffic on the network is to configure network adapters as members of a 
Generic Attribute Registration Protocol (GARP) multicast group. GARP enables switches to send 
multicast frames only to members of a multicast group instead of flooding the entire network with 
multicasts.  GMRP is an extension to the GARP protocol and requires that host network adapters inform 
the GMRP enabled switch of which multicast group it requires data from.  GMRP and GARP are 
industry-standard protocols defined in the IEEE 802.1d and 802.1p specifications respectively.  Network 
based GMRP support can only be found on the Catalyst 6500 (CatOS 5.2), Catalyst 5000 (CatOS 5.1), 
and the Catalyst 4000/2948G/4912G/2980G(CatOS 5.1) series switches and is disabled by default.  Host 
based GMRP support is only available with Microsoft Windows based versions of the Intel PROSet 
software.  To enable GMRP support on a network adapter using the Microsoft Windows Intel PROSet 
software,  right-click on a teamed adapter listing in the configuration window and select GMRP from the 
drop down menu.  In the next window, select Enabled and a GMRP Join Time for the network adapter 
as shown in Figure 9.  

For more information on GMRP configuration for the Catalyst 6500, please refer to 
http://www.cisco.com/en/US/partner/products/hw/switches/ps700/products_command_reference_chapt
er09186a008007e91d.html

Figure 9 Microsoft Windows Intel  PROSet GMRP Support Configuration Window 

Switch Fault Tolerance

The switch fault tolerance configuration is illustrated in Figure 7. In this configuration one NIC card is 
active and the remaining NIC cards are standby.

Rather than using probes, switch fault tolerance (SFT) mode uses other methods to determine team 
member status. It can determine member status by monitoring link status and link activity on each 
adapter.  As a result, SFT can allow two (and only two) adapters to be connected to separate switches.  
While one network adapter is actively passing traffic, the other network adapter is maintained in a 
standby state, and does not pass any traffic.  .This Active-Standby behavior of SFT mode leaves available 
bandwidth unused, but eliminates both the network adapter and the access switch as single points of 
failure.  

This mode is also referred to as network fault tolerance (NFT).
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Load Balancing Modes

Adaptive load balancing (ALB) mode distributes outgoing traffic across all members of the team. This 
distribution only occurs with Layer 3 routed protocols (IP and NCP IPX).  The primary adapter transmits 
broadcasts, multicasts, and other non-IP traffic such as NetBeui. 

When using ALB all incoming traffic is received on the primary adapter.  ALB includes AFT; it 
eliminates the network adapter and the access switch as single points of failure and takes advantage of 
all available bandwidth.  Incoming traffic takes only one interface, outgoing traffic is distributed based 
on the destination address of each packet.  When server adapters are grouped together as a load balancing 
team, a virtual adapter instance is created.  Only one adapter (the one that receives traffic) answers ARP 
requests for the IP address of the virtual adapter. You configure the virtual adapter with a unique IP 
address and it automatically assumes the MAC addresses of both server adapters (for the outgoing 
traffic).

The IP address of the virtual adapter is advertised along with the MAC address of each adapter.  Under 
normal conditions, both the primary adapter and the secondary adapter remain in active state.  Under 
failure conditions, the failed adapter transitions from an active state to a disabled state while the other 
adapter remains active (see Figure 10). The remaining link receives and transmits traffic and answers 
ARP requests for the IP address of the virtual adapter.

Note It is recommended that you assign a MAC address to the virtual adapter. With this configuration if the 
main adapter fails, the remaining one will be able to receive traffic destined to the same MAC as the 
previous adapter. This also allows the ARP tables of the adjacent devices to stay unchanged.

Network adapter or link failures are detected by probe responses or by monitoring link status and link 
activity.  

Figure 10 Load Balancing Mode

Broadcast or multicast probe packets are passed across the network between team members to verify 
member status.  These probes can be sent every one to three seconds, or disabled.  With probes 
configured for one second intervals, failover occurs in one second without TCP session loss.  Without 
probes,  failures are detected by link status and link activity, with failover occurring after two to three 
seconds without TCP session loss.  To configure these probe settings use the Advanced tab on the 
Microsoft Windows Intel PROSet software configuration window, shown in Figure 8.

Note In most data center designs probes are not necessary and should be disabled
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Link Aggregation Modes

Link aggregation, which is also referred to as channeling, is a teaming feature that combines multiple 
links into a single channel to provide greater bandwidth.  A minimum of two and a maximum of eight 
links can be aggregated to create a single channel.  Additional links that are configured for channelling 
are placed in a Hot-Standby state until link failures warrant their use.

The main disadvantage of the link aggregation modes is that all team members need to be connected to 
the same access switch which is a single point of failure.

When the server adapters are grouped together as a link aggregation team, a virtual adapter instance is 
created.  You manually configure this virtual adapter with a unique IP address.  You can also assign a 
unique MAC address to the virtual adapter, or it will assume the MAC address of the primary server 
adapter.  Under normal conditions, the IP address and MAC address of the virtual adapter are assumed 
by both the primary adapter and one or more secondary adapters, which remain in active state.  From the 
switch, the channel created by the teamed adapters appears as a single link with a single IP address and 
a single MAC address.  

Figure 11 Figure Link Aggregation

Incoming traffic is distributed according to the load balancing algorithm configured on the switch. The 
load-balancing options that can be configured on Cisco IOS and CatOS 6500 switches are as follows:

IOS(config)# port-channel load-balance ?
 dst-ip          Dst IP Addr
  dst-mac Dst Mac Addr
  dst-port       Dst TCP/UDP Port
  src-dst-ip      Src XOR Dst IP Addr
 src-dst-mac Src XOR Dst Mac Addr
 src-dst-port   Src XOR Dst TCP/UDP Port
 src-ip          Src IP Addr
 src-mac         Src Mac Addr
 src-port        Src TCP/UDP Port

CatOS (enable) set port channel port-list distribution <source | destination | both>
ip Channel distribution ip
mac Channel distribution mac
session Channel distribution session

 

Under failure conditions, the affected adapter transitions from an active to a disabled state as traffic is 
redistributed across the remaining aggregated links. This incorporates the benefits provided by the 
fault-tolerant deployment modes that were described in an earlier section.  Network adapter or link 
failures are detected by monitoring link status and link activity.  Failover occurs without incident and 
without TCP session loss.  The available link aggregation modes include the following:
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• Fast EtherChannel (FEC): Fast EtherChannel mode creates a channel using Fast Ethernet (100 Mb) 
links.  EtherChannel is a Cisco-proprietary method for channeling, and requires Cisco 
EtherChannel-capable switches.  Port Aggregation Protocol (PAgP) is another  Cisco proprietary 
protocol that helps create EtherChannel links automatically.  PAgP packets are sent between 
EtherChannel-capable ports to negotiate the formation of a channel.  

• Gigabit EtherChannel (GEC): Gigabit EtherChannel mode creates a channel using Gigabit Ethernet 
(1000 Mb) links.  Once again, Cisco EtherChannel-capable switches are required for this mode.  

• IEEE 802.3ad (LACP): IEEE 802.3ad mode creates channels using Fast Ethernet (100 Mb) or 
Gigabit Ethernet (1000 Mb) links.  IEEE 802.3ad, which is also know as Link Aggregation Control 
Protocol (LACP), is an IEEE specification that is very similar to the Cisco implementation of 
EtherChannel. However, it uses LACP packets instead of PAgP packets to negotiate the formation 
of a channel.  Also LACP does not support half-duplex ports, while EtherChannel does.   The main 
advantage of LACP interoperability with switches from different vendors. LACP is available with 
the following Cisco platforms and versions.

Support for 802.3ad  (LACP) was introduced on the Cisco switches in the following software releases:

• Catalyst 6000/6500 Series with CatOS Version 7.1(1) and later

• Catalyst 6000/6500 Series with Cisco IOS Version 12.1(11b)EX and later

• Catalyst 4000/4500 Series with CatOS Version 7.1(1) and later

• Catalyst 4000/4500 Series with Cisco IOS Version 12.1(13)EW and later

You can implement LACP in either static or dynamic mode.  Static mode is supported by the majority of 
switches on the market. LACP channeling, like EtherChannel, must be explicitly configured on both of 
the partnered devices.  

Dynamic mode requires the use of  802.3ad Dynamic-capable switches, which are limited in availability.  
802.3ad dynamic mode automatically detects LACP-capable ports and creates and configures a port 
channel using the associated links.  Dynamic mode LACP can be configured as follows.

IOS(config)# interface type slot/port
IOS(config-if)# switchport
IOS(config-if)# channel-protocol lacp
IOS(config-if)# channel-group 1-256 mode active
IOS(config-if)# show etherchannel port-channel

CatOS(enable) set channelprotocol lacp slot
CatOS(enable) set port lacp-channel mod/ports_list
CatOS(enable) set port lacp-channel mod/ports_list mode active
CatOS(enable) show port lacp-channel

For more information on LACP, PAgP, and configuring Etherchannels, see: 
http://www.cisco.com/univercd/cc/td/doc/product/lan/cat6000/12_1e/swconfig/channel.htm

Layer 3 Multihoming

With Layer 3 multihoming, multiple network adapters are installed in a single server. Each network 
adapter has a unique IP address and MAC address and they can exist on different subnets or share the 
same subnet or broadcast domain.  As with the adapter teaming modes described earlier, fault tolerance 
and load balancing are the primary goals, but Layer 3 multihoming does not the use a virtual network 
adapter.  When using multiple adapters with Layer 3 multihoming, when one adapter or network link is 
lost, traffic is rerouted to one or more surviving adapters.  Also, network traffic can be shared across the 
multiple adapters.  An important property of a fault tolerant solution is that TCP connections survive 
failures transparently and completely.  
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How Servers Route Traffic

Unfortunately, deploying Layer 3 multihomed servers may be more difficult than it sounds.  Deploying 
multihomed servers creates unique challenges, which must be solved at different levels, from the 
application or Application Programming Interface (API) down to the TCP/IP stack. The required 
solutions and workarounds can create confusion and scalability issues.  

When an IP datagram is sent from a multihomed host, the host passes the datagram to the interface with 
the best apparent route to the destination.  Accordingly, the datagram may contain the source IP address 
of one interface in the multihomed host, but be placed on the media by a different interface.  The source 
MAC address on the frame is that of the interface that actually transmits the frame to the media, while 
the source IP address is provided by the application.

To prevent routing problems when configuring a computer to be multihomed on two disjoint networks 
(networks that are separate from and unaware of each other), configure the default gateway on the 
network adapter attached to the network that contains the most subnets (typically the Internet).  You can 
use either static routes or a dynamic routing protocol to provide connectivity to the subnets reachable 
from the other network adapter (typically your intranet).  Configuring a different default gateway on each 
side can result in unpredictable behavior and loss of connectivity.  You should keep in mind that only 
one default gateway can be active for a computer at any given moment.

In earlier versions of Windows, if multiple default routes exist in the IP routing table (assuming a metric 
of 1), the specific default route was chosen randomly when TCP/IP was initialized.  This behavior often 
led to confusion and loss of connectivity.  Newer versions of Microsoft Windows provides two options.  
One option automatically determines a routing metric, indicating the cost of the route based on the speed 
of the interface.  The other option is the traditional one, which allows you to enter a static, 
interface-based metric.  Although you can configure a different default gateway for each adapter, 
Windows uses only one default gateway at a time. This means that only certain hosts will be reachable.  

You can also run dynamic routing protocols on Linux and Unix-based platforms.  To run dynamic routing 
protocols, you must load routing protocol management software, which is freely available, onto the 
server.  Two of the more popular routing protocol management software programs for Linux include 
Zebra and GateD.  Zebra supports BGP-4, BGP-4+, RIPv1/v2, RIPng, OSPFv2 and OSPFv3. GateD 
supports BGP, IS-IS, RIPv1/v2, OSPFv2 and OSPFv3.  For more information about these software 
programs, see http://www.zebra.org or http://www.gated.org

Interactions with DNS

With a multihomed server, Domain Name System (DNS) configuration settings are global, unless 
otherwise noted.  To provide a unique DNS configuration for each network adapter on a Windows server, 
enter a DNS suffix in the appropriate text box on the DNS tab in the Advanced TCP/IP Properties dialog 
box.  Windows Internet Name Service (WINS) configuration settings are defined for each adapter. The 
settings on the WINS configuration tab are only applied to the selected adapter.  

On a server with two or more NICs, WINS registers the last interface card installed on the server as its 
primary entry.  When a client performs a NetBIOS name query request to WINS, it receives a list of all 
IP addresses for that server. The IP addresses are listed with the most recently installed adapter first and 
the client uses the addresses in the order in which they are listed.  This is significant because using the 
wrong IP address for a server can cause unpredictable behavior or loss of connectivity.  To change the 
order in which the IP addresses are registered in WINS you must remove and reregistering the adapters 
with WINS, or statically register the entries. Static registration may be tedious because it involves 
manually entering IP and NetBIOS names.

Static and Dynamic Routing Configuration on Windows

To add static routes on a Windows-based server use the following command:
20
HA Connectivity for Servers and Mainframes: NIC Teaming and OSA/OSPF Design

Version 1.0



 

HA Connectivity for Servers and Mainframes: NIC Teaming and OSA/OSPF Design
NIC Teaming Architecture Details
C:\>route ADD [ destination ] [ MASK netmask ] [ gateway ] [ METRIC metric ] [ IF 
interface ] 

For example:  

C:\>route ADD 157.0.0.0 MASK 255.0.0.0  157.55.80.1 METRIC 3 IF 2

For more information about this command, type route help from the MS DOS command prompt.

To add static routes on Linux-based servers, use the following command:

# route add [ destination ] [ gateway ]

For example:   

# route add 157.0.0.0  157.55.80.1

For more information about this command, type man route from the Linux command prompt.

You can configure Microsoft Windows to run dynamic routing protocols, specifically RIPv2 and OSPF.  
By default, IP routing, (also referred to as TCP/IP forwarding), is disabled.  To enable IP routing, you 
must allow the computer to forward any IP packets it receives. This requires a change to the Windows 
2000 system registry.  When you enable the Routing and Remote Access service for IP routing, the 
registry entry is made automatically.  To enable IP routing, perform the following steps:

Step 1 Click Start > Programs > Administrative Tools > Routing and Remote Access or Services.

Step 2 On the Action menu, click Configure and Enable Routing and Remote Access, and complete the 
wizard.

Step 3 Right-click the server for which you want to enable routing, and then click Properties.

Step 4 On the General tab, click to select the Router check box.

Step 5 Click Local Area network (LAN) routing only, and click OK.

These instructions for enabling IP routing are specific to Windows 2000 Server and Windows 2003 
Server.  For instructions for other versions of Microsoft Windows, please see the Microsoft Knowledge 
Base located at http://support.microsoft.com.

Interoperability with Security
The availability of the computing resources housed in data centers is critical to the everyday operations 
of an enterprise.  This could be greatly affected by malicious attacks on these resources, such as denial 
of services attacks, network reconnaissance, viruses and worms, IP spoofing, and other Layer 2 attacks.  
Security recommendations have been made in order to prevent attackers from gaining unauthorized 
access to these resources which could result in unnecessary downtime for the data center.  

Deploying dual-attached servers in a server farm poses some challenges because of the interaction with 
security tools that are commonly deployed in a server farm and under certain circumstances can cause 
either false alarms or could make certain security measures ineffective. Following the design 
recommendations in this section makes it possible to take advantage of the higher availability delivered 
by the dual attachment configuration without giving up security in the server farm.
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Intrusion Detection

Intrusion detection systems (IDS) are deployed at the access layer of the server farm for detecting 
malicious activity and to lock a potentially compromised server in order to avoid spread of an attack. 
The IDS must be dual-homed because a multihomed server can send traffic potentially from any of its 
NIC cards. This can be seen in Figure 12 where an IDS collects frames sent by a server regardless of the 
source switch. The IDS device orders the frames and is capable of detecting malicious activity. This is 
only possible if the IDS device is dual-attached; otherwise, it would see only half of the frames.

IDS multi-homing can be achieved with an appliance such as the IDS 4250, or by using an IDSM-2 in 
the Catalyst switch combined with the use of Remote SPAN to bring traffic from the second switch to 
the switch where the IDS module is installed.

Figure 12 IDS Monitoring Server Transmissions

Port Security

With port security, a limited number of MAC addresses or specific MAC addresses can be allowed to 
access a given port on a capable switch. The purpose of limiting the number of MAC addresses on a given 
port is to reduce the chance of a MAC flooding attack.

After a port is configured with port security, it is considered a secure port. When a secure port receives 
a packet, the source MAC address of the packet is compared to the list of source MAC addresses that 
were manually configured or learned on the port.  If the MAC address of the device attached to the port 
differs from the list of secure MAC addresses, the port either shuts down permanently (default mode), 
shuts down for the time you have specified, or drops incoming packets from the insecure host.

Port behavior depends on how you configure it to respond to insecure MAC addresses.  We recommend 
you configure the port security feature to issue a shutdown of the port instead of using  the restrict option 
to drop packets from insecure hosts.  Under the load of a deliberate attack, a port configured to restrict 
traffic may fail under the load and then transition to a disabled state.  

When deploying servers with multiple network adapters, port security should be configured according 
to the chosen network adapter teaming mode.  When adapters are teamed using Fault Tolerance mode, 
each port that is connected to a teamed server network adapter should be configured to allow two or more 
secure MAC addresses, regardless of the total number of network adapters in the team.  
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Figure 13 MAC Address Movement with Adapter Fault Tolerance

When adapters are teamed using load balancing mode, each port that is connected to a teamed server 
network adapter should be configured to allow one secure MAC address for each teamed network 
adapter.  In other words, if two network adapters are used to form a load balancing team, then each of 
the two switch ports where the server network adapters are connected should be configured to allow two 
or more secure MAC addresses.  This is assuming that the virtual network adapter that is created is not 
given a unique MAC address, and it uses the MAC address of one of the existing network adapters.  

Figure 14 MAC Address Movement with Adapter Load Balancing

If the virtual network adapter is given a unique MAC address in this situation, the total number of secure 
MAC addresses should be increased to three.  
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Port security cannot co-exist with channeling on a switch port, and therefore cannot be used with Link 
Aggregation-based network adapter teaming modes such as EtherChannel and IEEE 802.3ad.  Also port 
security will not allow a single MAC address to exist on multiple ports on the same switch, and will 
promptly disable the violating port.  For this reason, servers must have all network adapters connected 
to different access layer switches in an environment where port security is configured and where servers 
with multiple network adapters are deployed using network adapter teaming.

Note As a general rule, to avoid locking down a legitimate port that is converging as the result of adapter fault 
tolerance or of adapter load balancing, configure port-security with N+1 MAC addresses, where N is the 
number of NIC cards that participate in the teaming configuration.

Private VLANs

Private VLANs (PVLANs) can isolate data center servers from one another at Layer 2 if they connect to 
a common switch and exist on the same IP subnetwork, VLAN, or broadcast domain.  PVLANs provide 
an effective deterrent against malicious ARP-based network attacks.  

The three most important PVLAN concepts are isolated VLANs, community VLANs, and primary 
VLANs.  When a server is connected to a port that belongs to an isolated VLAN, the server can only talk 
with outside hosts through the primary VLAN.  The server is essentially isolated at Layer 2 from any 
other servers residing in the isolated VLAN.  When a server is connected to a port that belongs to a 
community VLAN, the server can communicate at Layer 2 with other servers residing within the same 
community VLAN.  For the data center, community VLANs are very useful for allowing servers to 
communicate with each other at Layer 2 through broadcast messages used for clustering protocols, and 
nth-tier designs.  Each isolated and community VLAN is mapped to one or more primary VLANs. The 
primary VLAN provides the gateway through which the isolated VLANs, community VLANs, and 
outside hosts are reached.  

When multiple network adapters are teamed using fault tolerance mode, PVLANs can be configured 
without issues.   When adapters are teamed using Load Balancing mode, the configuration of PVLANs 
creates problems with sticky ARP entries for Layer 3 interfaces.  When multiple network adapters are 
teamed using Link Aggregation mode, PVLANs cannot be used.  While a port is part of a PVLAN 
configuration, any EtherChannel configurations for the port become inactive.

With load balancing mode, a single IP address is represented by multiple network adapters with multiple 
MAC addresses.  Traffic is shared across all network adapters according to the configured load balancing 
method. With PVLANs, the ARP entries learned on the Layer 3 interfaces (particularly on the server 
default gateway on the Aggregation Switch MSFC) are sticky ARP entries and do not age out.  

AccessLayerSwitch (enable) show pvlan
Primary Secondary Secondary-Type   Ports
------- --------- ---------------- ------------
12      112       community        2/3

AggregationLayerSwitch#  show vlan private-vlan 

Primary Secondary Type              Ports
------- --------- ----------------- -----------------------------------------        
12      112       community 

AggregationLayerSwitch# show int private-vlan mapping 
Interface Secondary VLAN Type
--------- -------------- -----------------
vlan12    112            community

AggregationLayerSwitch# sh arp
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Protocol  Address          Age (min)  Hardware Addr   Type   Interface
Internet  10.2.31.14             10   0007.e910.ce0e  ARPA   Vlan12 pv 112

Because the ARP entries cannot be automatically updated, traffic is only sent to the single sticky ARP 
address and load balancing only occurs for outbound server traffic. In the event of a network failure, the 
network adapter whose MAC address is maintained as the sticky ARP entry could become unreachable. 
This would create a situation where incoming traffic would be blackholed or forwarded as if the 
destination were available, then ultimately dropped.  The following system message is generated in 
response to the attempts to overwrite the sticky ARP entry:

*%IP-3-STCKYARPOVR: Attempt to overwrite Sticky ARP entry: 10.2.31.14, hw: 0007.e910.ce0e 
by hw: 0007.e910.ce0f

If a MAC address change is necessary, PVLAN ARP entries must be manually removed and 
reconfigured.  

To avoid having interoperability issues between private VLANs and NIC teaming configuration make 
sure to assign a MAC address to the virtual adapter. By doing this there is no need for the ARP table on 
the router to change when a new NIC card takes over the primary role. 

Mainframe OSA and OSPF Architecture Details
This document provides some background information about IBM mainframes and describes how to 
integrate mainframes into the Layer 2/Layer 3 infrastructure specifically from the point of view of  IP 
addressing and routing. .It includes the following topics:

• Overview

• Attachment Options

• IP Addressing

• OSPF Routing on the Mainframe

• Sysplex

Overview
IBM networking has gone through a significant evolution from subarea System Network Architecture 
(SNA), through Advanced Peer-to-Peer Networking (APPN ), and finally to IP. If your mainframe hosts 
a legacy SNA application, it is very likely that you now use Data Link Switching (DLS ) to bridge SNA 
traffic from the branch office to the data center by encapsulating it into TCP.

This design guide assumes that your mainframe is attached to the network with an OSA card (Gigabit 
Ethernet) and that clients use TCP/IP to access SNA or IP-based mainframe applications. You can also 
use 75xx/72xx with channel interface processor (CIP/CPA) cards to provide ESCON attachment.

There are two ways that you can give access to SNA applications on an IP network:

• Enterprise Extenders (EE)

• TN3270

An EE is a device close to the terminal that tunnels traffic from the terminal into high performance 
routing (HPR) over IP. The end-points of the Rapid Transport Protocol (RTP1) session can be a 
CIP-attached mainframe with a Cisco router supporting EE, or an OSA-attached mainframe with a Cisco 

1.  RTP is the equivalent of TCP in the APPN world.
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router supporting EE in the branch office. The EE software runs on both the branch router and on Virtual 
Telecommunication Access Method (VTAM) in the mainframe. Depending on the attachment option, 
VTAM receives IP traffic either on top of the channel protocol or from the OSA card.

TN3270 provides access to legacy SNA applications for ordinary PCs. PCs telnet to the TN3270, which 
appears as a single terminal.The software running on the TN3270 server translates between the EBCDIC 
format used in SNA data streams and ASCII. Typically a TN3270 server, which can run on the CIP/CPA, 
emulates a cluster of physical units (PUs ) and logical units (LUs ). This allows the mainframe to create 
either  System Services Control Point (SSCP) sessions or LU-to-LU sessions, where each LU is assigned 
to a different telnet session. 

You can also build multi-tier server farms and use web servers as a front-end for mainframes. The 
mainframe can be attached with an OSA card and configured with a TN3270 server. The client then uses 
HTTP as the access method to the mainframe applications. Middleware applications running on the web 
server provide translation between HTTP requests and TN3270 commands. A mainframe could also 
attach to the network with an ESCON connection, using a 75xx/72xx as the front-end to provide TN3270 
functionalities. The client still uses HTTP as the access method and the middleware software provides 
translation.

Mainframes can also host IP-based applications. All of the mainframe operating systems, including  
z/OS, z/VM, LINUX, VSE, TPF, have robust TCP/IP protocol stacks. They also have the ability to run 
at least one routing protocol, and support Gigabit Ethernet interfaces. On one single mainframe you can 
host a number of virtual Linux servers. For more information about consolidating Linux servers on 
mainframes, refer to: 

http://www.redbooks.ibm.com/redpapers/pdfs/redp0222.pdf 

Attachment Options
Mainframes can attach to the data center infrastructure using either an OSA Gigabit Ethernet card or an 
ESCON serial connection over fiber. Figure 15 shows the different combinations of these two attachment 
types. 
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Figure 15 Mainframe Attachment Options

In Figure 15, Mainframe 1 is attached to the Gigabit port of an access switch with an OSA card. 
Mainframe 2 has two OSA cards and attaches to both aggregation switches. Each OSA card belongs to 
a different IP subnet. The links from the mainframe are Layer 3  links. On the Catalyst 6500, a separate 
VLAN can be assigned to each link or an IP address can be assigned to each Gigabit port that attaches 
to the mainframe. For more information about attaching mainframes to Cisco 6500 with OSA cards, refer 
to:

http://www-1.ibm.com/servers/eserver/zseries/networking/cisco.html

Mainframe 3 has an ESCON connection to a 75xx/72xx router. The router in turn attaches to the 
aggregation 6500s with two Layer 3  links. On the Catalyst 6500, a separate VLAN can be assigned to 
each link or an IP address can be assigned to each port that connects to the router. 

Mainframe 4 and 5 attach to an ESCON director, which in turn connects to a 75xx/72xx router. 
Connectivity from the router to the aggregation switches is similar to the router for Mainframe 3. A 
single mainframe can use multiple attachment types at the same time. For more information, refer to the 
redbook Networking with z/OS and Cisco Routers: An Interoperability Guide at the following URL:

http://www.redbooks.ibm.com/pubs/pdfs/redbooks/sg246297.pdf

IP Addressing
Mainframes either attach to the access switches or to the aggregation switches, like any other server. 
However, mainframes handle multiple interface cards differently, and logical partitions (LPARs) and 
virtual machines (VMs) come into play with IP addressing.

The easiest way to configure a dual-attached mainframe is to use the OSA interfaces redundantly. For 
example, if a mainframe has two OSA cards attached to the same VLAN, you could assign 10.0.2.1 to 
one card and 10.0.2.2 to the other. If the card with the address 10.0.2.1 fails, the remaining OSA card 
takes over both addresses.
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This approach is similar to configuring dual-attached servers, but mainframes offer more options. For 
instance, mainframes support static virtual IP addresses (VIPA), which are IP addresses that are not 
associated with any card. Mainframes can receive traffic with a VIPA for its destination address on any 
interface card.

Additionally, inside each mainframe there are several logical partitions (LPARs), sharing access to either 
the channel or the OSA cards. When the mainframe implements a TCP/IP stack, each LPAR has its own 
IP address on each interface adapter, and it can also be associated with a static VIPA.

Figure 16 shows a mainframe attached to a channel-attached router and to an Ethernet switch. The 
LPARs have an IP address for the channel connection as well as for the OSA connection. For example, 
LPAR1 has IP address 10.0.0.1 on the ESCON adapter and 10.0.1.1 on the OSA adapter. Similar 
addressing applies to the other LPARs. Each LPAR has two IP addresses, one on the 10.0.0.x subnet for 
the ESCON connection and one on the 10.0.1.x subnet for the OSA connection. The configuration is 
similar with ESCON or OSA adapters. With two OSA adapters, you still have two internal subnets.

Figure 16 LPARs, Attachment, and Addressing

You can configure a static VIPA to assign an IP address to an LPAR that does not belong to a specific 
interface. In Figure 16, the static VIPs are as follows:

• LPAR1: Static VIP is 10.0.3.1

• LPAR2: Static VIP is 10.0.3.2

• LPAR3: Static VIP is 10.0.3.3

The LPAR advertise the static VIPA using OSPF or RIP with a next hop that equals the IP address of the 
LPAR on the 10.0.0.x subnet and 10.0.1.x subnet. If one physical adapter fails, routers can forward traffic 
destined for the VIPA to the remaining interface.

OSPF Routing on a Mainframe
The routing configuration of regular servers is typically limited to a default route pointing to the default 
gateway. On mainframes, it makes more sense to use dynamic routing (OSPF is the preferred choice) 
because of the number of IP addresses hosted on a single machine and the presence of multiple 
interfaces..
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Figure 17 Mainframe Attachment with OSA Cards and OSPF Routing

The left side of Figure 17 shows the physical attachment of mainframes with dual OSA cards, while the 
right side shows the logical topology.  Integrating mainframes in the data center architecture does not 
change recommendations given in the section "Using OSPF.: We recommend a stub area or totally stubby 
area and to make either the core routers or the aggregation routers (MSFCs) the ABRs (see Figure 17). 
We also recommend ensuring that the mainframe does not become the default route for a given segment, 
which can be achieved by correctly configuring the OSPF priority on the aggregation switches.

For more information about attaching mainframes to Catalyst 6500 switches and using OSPF, refer to 
OSPF Design and Interoperability Recommendations for Catalyst 6500 and OSA-Express Environments 
available at: 
http://www-1.ibm.com/servers/eserver/zseries/networking/pdf/ospf_design.pdf

Sysplex
Sysplex is a way to cluster a number of mainframes so they appear as a single machine. The system 
works around the failure of a mainframe component, such as an LPAR, and distributes new requests to 
the remaining machines. Components can belong to a single mainframe or to separate physical 
machines. Parallel Sysplex uses the Cross Coupling Facility (XCF) for exchanging messages between 
systems. Figure 18 illustrates the relation between Sysplex and other data center devices.
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Figure 18 Sysplex

The main components of Sysplex are the following:

• Up to 32 components, such as LPARs, that operate as a single virtual mainframe.

• XCF, which allows programs to communicate within the same system or across systems, as if it was 
shared memory between processors. The coupling facility is a processor running a specific piece of 
software and connecting to the systems on separate machines over an optical connection.

• Sysplex Timer, used to synchronize the operations.

• Workload Manager, which is a component that runs in every LPAR and provides metrics for deciding 
how incoming requests should be distributed.

• Sysplex Distributor, which acts as a load balancing device for TCP/IP connections. Return traffic 
bypasses the distributor and goes directly to the client.

For IP addressing, you normally configure the Sysplex with static VIPA, dynamic VIPA (DVIPA), or 
distributed DVIPA. DVIPA allows an LPAR to take over a DVIPA from another LPAR when that LPAR 
fails. Distributed DVIPA is a virtual IP address that identifies a single application running on multiple 
machines or multiple LPARs. The Sysplex distributor sends incoming connection to the available 
TCP/IP stacks based on several parameters including the load information provided by the Workload 
Manager.

Alternatively, rather than forwarding packets through multiple mainframe TCP/IP stacks, you can use 
Sysplex Distributor to send the load information to a Forwarding Agent (FA) in 6500 switches or 7xxx 
routers, using Multi Node Load Balancing (MNLB).

Figure 19 shows a mainframe with 3 LPARs. Each LPAR runs its own TCP/IP stack and can be accessed 
either through the ESCON channel or the OSA adapter. Clients can connect to LPAR1 at 10.0.1.1 and to 
LPAR2 at 10.0.1.2 through the OSA adapter. LPAR1 and LPAR2 are also accessible at 10.0.0.1 and at 
10.0.0.2 through the ESCON channel.
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Figure 19 Figure 19: DVIPA and Static VIPA

The interface used to access the LPAR normally doesn't matter when static VIPAs are used. A VIPA is 
equivalent to a loopback address on the LPAR. When you connect to 10.0.3.1 to access LPAR1, the 
routing devices downstream of the mainframe receive OSPF advertisements for 10.0.3.1 with a next-hop 
equal to 10.0.0.1 and 10.0.1.1. LPAR2 and LPAR3 can be accessed by 10.0.3.2 and 10.0.3.3 and the 
downstream router has two routes for each IP. Each route either points to the IP address of the OSA 
adapter or to the IP address of the ESCON channel.

Figure 19 shows a clustered DVIPA, but a DVIPA may also have a single instance. With a single instance 
of DVIPA, the IP address is moved around within the cluster if an application fails.

Distributed DVIPA is useful when you run the same application on all three LPARs.  Users mainly 
connect to LPAR1, but if it fails, new incoming requests should go to LPAR2. To make this happen, share 
an IP address between LPAR1 and LPAR2. As shown in Figure 19, the DVIPA is the same on all three 
LPARs.

You can extend this example to a number of mainframes coupled with Sysplex. If each system runs a 
single LPAR, a static VIP provides high availability for each mainframe in case of failure of one interface 
adapter. DVIPA provides high availability for the applications because the application is shared across 
multiple machines.

For more information about the Sysplex environment refer to the IBM redbook TCP/IP in a Sysplex at:
http://www.redbooks.ibm.com/pubs/pdfs/redbooks/sg245235.pdf

Configuration Details
This section describes the configuration details required for ensuring high availability for servers and 
mainframes in a data center. It includes the following topics:

• Speed and Duplex Settings

• Layer 2 Implementation
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Speed and Duplex Settings
The IEEE 802.3u autonegotiation protocol manages speed and duplex switch port settings.  Server 
performance can be significantly reduced if the speed or duplex settings are incorrectly configured for a 
switch port interface by the autonegotiation protocol..  A mismatch may also occur when a manually 
configured speed or duplex setting is different from the manually configured speed or duplex setting on 
the attached port..  

The result of a mismatch on Ethernet and FastEthernet ports is reduced performance or link errors.  For 
Gigabit Ethernet ports, the link does not come up and statistics are not reported.  To ensure correct port 
speed and duplex settings, configure both ports to autonegotiate both speed and duplex settings, or 
manually configure the same speed and duplex settings for the ports on both ends of the connection. 

If these remedies do not help in correcting your negotiation issues, consult the documentation provided 
by the network adapter vendor.  Some network adapter vendors, such as Intel, do not allow you to 
manually configure their downward-compatible Gigabit Ethernet network adapters for 1000 Mb.  You 
can manually configure these adapters for half or full duplex at 10 Mb or 100 Mb, but they must be 
configured for autonegotiation to be used at 1000 Mb. 

To identify a mismatch of duplex settings on an Ethernet or FastEthernet port, check for Frame Check 
Sequence (FCS) errors or late collisions when viewing the switch port statistics.  Late collisions indicate 
that a half-duplex port is connected to a port set to full-duplex.  FCS errors indicate that a full-duplex 
port is connected to a port set to half duplex.

Layer 2 Implementation
The Layer 2 domain in the Data Center begins at the server, ends at the device that provides the default 
gateway for the servers, and can consist of several VLANs.  This section describes the following Layer 
2 features that are important to the Data Center server farm:

• Spanning tree

• PortFast

• BPDU Guard

Spanning Tree

Spanning tree ensures a loop-free topology when using a network that has physical loops, typically 
caused by redundant links.  The servers in the data xenter do not bridge any traffic, and therefore have 
little or no interaction with spanning tree.  Nevertheless, we recommend using Rapid Per VLAN 
Spanning Tree (PVST+) in the Data Center. This requires access layer switches that support 802.1s/1w, 
which provides fast convergence, and Rapid PVST+, which provides improved flexibility. Among the 
advantage of Rapid PVST+ in the server farm it is worth mentioning the speed of convergence and the 
fact that TCNs flush the MAC address table, which also accelerates the convergence of the network.

Rapid PVST+ can be enabled using the following commands:

IOS(config)# spanning-tree mode rapid-pvst
CatOS (enable) set spantree mode rapid-pvst

For more information about Rapid PVST+, please see:

http://www.cisco.com/univercd/cc/td/doc/product/lan/cat6000/12_1e/swconfig/spantree.htm#1082480
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Servers are typically connected to access ports., which carry traffic for a single VLAN.  Make sure to 
explicitly set the port to be access with the command:

IOS(config-if)# switchport mode access

When a server is attached to an access port, or then a device other than a switch is attached to an access 
port, we recommend you enable PortFast. PortFast reduces the impact of a flapping NIC card, because 
it prevents a portfast port from generating TCNs.

You can enable portfast using the following commands:

IOS(config-if)# spanning-tree portfast
CatOS (enable) set spantree portfast mod/port

In this and subsequent examples, replace mod with the module (slot) number and port with the port 
number.

Optionally, to perform the recommended configuration for ports providing access to servers on a 
CatOS-based access switch, enter the following command:

CatOS (enable) set port host mod/port

The set port host command enables spanning tree PortFast, sets channel mode to off, sets the trunk mode 
to off, and disables the dot1q tunnel feature, which reduces the time it takes for an end station to begin 
forwarding packets.

CatOS (enable) set trunk mod/port off
CatOS (enable) set spantree portfast mod/port enable
CatOS (enable) set port channel mod/port mode off

PortFast causes a Layer 2 interface that is configured as an access port to immediately enter the 
forwarding state, bypassing the listening and learning states for spanning tree convergence.  With 
PortFast configured, a port is still running the Spanning Tree Protocol and can  quickly transition to the 
blocking state if it receives superior BPDUs.  However, PortFast should only be used on access ports 
because enabling PortFast on a port connected to a switch may create a temporary bridging loop.

BPDU Guard, when used in combination with PortFast, can prevent bridging loops by shutting down a 
port that receives a BPDU.  When globally configured, BPDU Guard is only effective on ports that are 
configured for PortFast.  Under normal conditions, interfaces that are configured for PortFast do not 
receive BPDUs.  Reception of BPDUs by an interface that is configured for PortFast is an indication of 
an invalid configuration, such as connection of an unauthorized device.  When BPDU Guard takes a port 
out of service, you must manually put it back in service.  You can also configure BPDU Guard at the 
interface level.  When configured at the interface level, BPDU Guard shuts the port down as soon as the 
port receives a BPDU, regardless of the PortFast configuration. 

To enable BPDU Guard, use the following commands:

IOS (config-if)# spanning-tree portfast bpduguard
CatOS (enable) set spantree portfast bpdu-guard mod/port enable

An edge port is defined as a port that connects to a host or a service appliance.  It is important to assign 
the PortFast and Trunkfast definitions to the eligible ports because 802.1w categorizes ports into edge 
and non-edge, which provides two main benefits.  First, if flapping occurs on edge-ports, 802.1w does 
not generate a topology change notification. Second, an edge port does not change its forwarding state 
when there is a topology recalculation.

For more information about PortFast, BPDU Guard, and Trunkfast, please see: 
http://www.cisco.com/univercd/cc/td/doc/product/lan/cat6000/12_1e/swconfig/stp_enha.htm
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Port Security

Port security allows you to specify MAC addresses for each port or to permit a limited number of MAC 
addresses. When a secure port receives a packet, the source MAC address of the packet is compared to 
the list of secure source addresses that were manually configured or autoconfigured (learned) on the port. 
If a MAC address of a device attached to the port differs from the list of secure addresses, the port either 
shuts down permanently (default mode), shuts down for the time you have specified, or drops incoming 
packets from the insecure host. The port's behavior depends on how you configure it to respond to a 
security violator.

Cisco recommends that you configure the port security feature to issue a shutdown instead of dropping 
packets from insecure hosts through the restrict option. The restrict option may fail under the load of an 
attack and the port is disabled anyway. The configuration commands are the following ones:

aggregation(config-if)# switchport port-security maximum <maximum number of mac addresses>
aggregation(config-if)# switchport port-security violation shutdown
aggregation(config-if)# switchport port-security aging time <time in minutes>

The number of mac addresses that need to be allowed on a port depends on the server configuration. 
Multi-homed servers typically use a number of MAC addresses that equals the number of NIC cards + 
1 (if a virtual adapter MAC addresses is defined).

Server Port Configuration

Access ports carry traffic for a single VLAN. You typically connect servers to access ports. 

Additionally, devices like SSL offloaders, caches or the client side (and sometimes the server side) of a 
CSS are connected to an access port. When a server is attached to an access port, or when a device other 
than a switch is attached to an access port, Cisco recommends that you enable portfast with the following 
command:

(config-if)# spanning-tree portfast

For more information about portfast see:

http://www.cisco.com/univercd/cc/td/doc/product/lan/cat6000/12_1e/swconfig/stp_enha.htm

The recommended configuration for the ports that provide access to the servers, if you are running 
CatOS on your access switches, is:

set port host a/b

The following is an example of  a complete configuration for a switchport that connects to a dual-homed 
server configured for fault tolerance:

interface FastEthernet6/1
 no ip address
 switchport
 switchport access vlan 105
 switchport mode access
 switchport port-security maximum 2
 switchport port-security violation shutdown
 switchport port-security aging time 20
 no cdp enable
 spanning-tree portfast
 spanning-tree bpduguard enable
!
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