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Cisco Security MARS Deployment Guide 

1.  Introduction 

This document provides guidance on how to best deploy Cisco® Security Monitoring Analysis and 

Response System (MARS), an appliance-based, all-inclusive solution that provides unmatched 

insight and control of your existing security deployment. It discusses, among other topics, how to 

position the appliance in your network, how to tune it, and how to implement a distributed scenario. 

This document is for security engineers, network engineers, engineering managers, and the 

network and security operations staff that plan, design, and implement security monitoring with 

MARS. 

This document is based on a MARS 4.2.x release. 

2.  Overview of Cisco Security MARS 4.2 

Cisco Security MARS empowers your security and network organization to identify, manage, and 

counter security threats. It works with your existing network and security investments to identify, 

isolate, and recommend specific mitigation for offending elements. MARS also helps with the 

monitoring and reporting of your policy compliance controls and can be an integral part of your 

overall regulatory compliance solution. 

Security and network administrators face numerous challenges, including: 

� Security and network information overload 

� Poor attack and fault identification, visualization, investigation, prioritization, and response 

� Increases in attack sophistication, velocity, and remediation costs 

� Compliance and audit requirement adherence 

� Security staff and budget constraints  

MARS addresses these challenges by: 

� Integrating several sources of telemetry to form a solution with network intelligence and 

correlation of network anomalies and security events, sessions, and incidents 

� Visualizing validated incidents and automating investigation 

� Mitigating attacks by taking full advantage of your existing network and security 

infrastructure 

� Monitoring systems, network, and security operations to aid in compliance 

� Delivering a scalable appliance that is easy to deploy and use with the lowest total cost of 

ownership (TCO) 

Cisco Security MARS transforms raw network and security data into intelligence that can be used 

to subvert valid security incidents and maintain compliance. This family of threat mitigation 

appliances enables operators to centralize, detect, mitigate, and report on priority threats using the 

network and security devices already deployed in your infrastructure. 
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2.1.  The Defense-in-Depth Dilemma 

Information security practices have evolved from Internet perimeter protection to an in-depth 

defense model in which multiple countermeasures are layered throughout the infrastructure to 

address vulnerabilities and attacks. This is necessary due to increased attack frequency, diverse 

attack sophistication, and the rapid nature of attack velocity. All of this is blurring the boundaries 

between the places in the network and perimeter. 

Network access points and systems are probed thousands of times each day in an attempt to 

locate and exploit vulnerabilities. Modern blended/hybrid attacks use multiple and deceptive attack 

methodologies to gain unauthorized system access and control from outside and within 

organizations. The proliferation of worms, day-zero attacks, viruses, Trojan horses, spyware, and 

attack tools challenges even the most fortified infrastructures, resulting in smaller reaction time, 

downtime, and costly remediation. 

Beyond the number of servers and network devices, each security component offers isolated event 

log and alert features for anomaly detection, threat reaction, and forensics. Unfortunately, this 

yields a tremendous amount of noise, alarms, log files, and false positives for operators to discern 

or effectively use, assuming the time and resources are available to parse through and understand 

this information. In addition, compliance legislature requires strict data privacy, improved 

operational security, and maintained audit processes. 

2.2.  Advancing Security Information Management 

Security information and event management products logically seem to alleviate these problems 

by helping you measure threats so you can manage them. These products enable operators to 

centrally aggregate security events and logs, analyze this data through limited correlation and 

query techniques, and generate alarms and reports on isolated events. 

Unfortunately, many first- and second-generation security information and event management 

products do not yield sufficient network intelligence and performance attributes to more precisely 

identify and validate correlated events, better pinpoint attack paths, surgically remove threats, and 

maintain high event loads. Cisco Security MARS addresses these security issues and 

management deficiencies; it complements your network and security infrastructure investment by 

delivering a security command and control solution that is easy to deploy, easy to use, and cost-

effective. MARS fortifies deployed network devices and security countermeasures by combining 

network intelligence, correlation features, vector analysis, and mitigation capability, empowering 

companies to readily identify, manage, and eliminate network attacks and maintain compliance. 

2.3.  Cisco Security MARS Features and Benefits 

2.3.1.  Intelligent Event Aggregation and Performance Processing 

Cisco Security MARS obtains network intelligence by understanding the topology and device 

configurations from routers, switches, and firewalls, and by profiling network traffic. The discovery 

function builds a topology map containing device configuration and current security policies, which 

enables it to model packet flows through your network. Since the appliance does not operate inline 

and makes minimal use of existing software agents, there is little impact on network or system 

performance. 

MARS centrally aggregates logs and events from a wide range of popular network devices (such 

as routers and switches), security devices and applications (such as firewalls, intrusion prevention 

systems [IPSs], vulnerability scanners, and antivirus applications), operating system (such as 



 

 

Deployment Guide 

All contents are Copyright © 1992–2007 Cisco Systems, Inc. All rights reserved. Page 3 of 41 

Windows, Solaris, and Linux SYSLOG), applications (such as databases, Web servers, and 

authentication servers), and network traffic (such as Cisco NetFlow). 

2.3.2.  Correlation 

As events and data are received, the first operation that MARS does is a “normalization” of the 

events. MARS has a database of events that it is able to understand, and each device-specific 

message is mapped against one of those MARS events. This makes it possible to compare, in a 

more uniform way, events coming from different devices. For example, different firewalls can send 

the same message (‘traffic denied due to access list’) using different protocols or in different 

formats depending on if they are a Cisco IOS® Software-based router, a Cisco PIX® security 

appliance, an adaptive security appliance, a firewall services module, or a Checkpoint or Juniper 

device. In the Management > Event Management page you can see how device events are 

matched to MARS events when you click the specific event ID (indicated in MARS with ‘E-xxx’, 

where xxx is the ID number). 

Figure 1 shows how the device specific events are mapped to a MARS event ID. 

Figure 1.   Event Normalization 

  

Correlation happens in two steps: sessionization (grouping events into session) and incident 

creation (generating incidents from sessions). Figure 2 shows this. 
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Figure 2.   Cisco Security MARS Correlation Steps 

 

The first step is called sessionization (Figure 3), where related events are grouped into sessions in 

real time looking at five items: source IP address, source port, destination IP address, destination 

port, and protocol (for UDP sessions, time is also considered). For example, if one person is 

browsing to a Web server and trying to exploit it, there could be multiple messages sent to MARS 

regarding this specific session: a router could send a NetFlow event, a firewall could send a 

”connection established” message, or a sensor could spot the attack and fire a signature. All those 

events are related and need to be treated as one single item. This provides data reduction: instead 

of talking about events, you can talk about sessions. MARS does not sessionize IP events. 

Figure 3.   Sessionization 

 

The second level of correlation is achieved though the use of rules (Figure 4), where system- and 

user-defined correlation rules are applied to multiple sessions to identify incidents. All rules are 
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processed, regardless of any matching the system can find, so that the order in which they are 

processed is not important. For this reason, one event can match multiple rules and be part of 

more than one incident. 

An incident is formed by all the events matching the rule and all the sessions of which those 

events are part. Most “noise” from the different devices can be reduced during this phase. For 

example, when a signature from the IPS is received, combining it with the rest of the traffic seen 

from the firewalls and other devices can help MARS understand whether that specific event is a 

real problem or that the IPS is not tuned correctly. 

In Figure 4, the rules are detailed and intelligent enough to look for a set of multiple steps to 

happen before firing an incident, thereby avoiding as many false alarms as possible. The system 

also performs a false positive investigation after the rule is hit and before the incident is displayed. 

The false positive analysis allows, for example, to run some analysis against the vulnerability 

assessment information that might be in the system (either from static or dynamic input or from 

vulnerability assessment tools). 

Figure 4.   Rules and Incidents 

 

Cisco Security MARS ships with a full complement of predefined rules that identify a majority of 

blended attack scenarios, day-zero attacks, and worms. A graphical rule definition framework 

simplifies the creation of user-defined custom rules for any application. Some rules are specific for 

well-known and major threats (for example, Sasser or Nimda). The majority of the rules, however, 

look at behavioral patterns in the network, regardless of the port they act on, or the specific content 

of data, and the vulnerability they exploit. Rules are based on IDS events, as well as traffic seen by 

the firewalls and other devices. Therefore, even if the signature is not up to date on your network 

and host protection systems, MARS can catch possible outbreaks; for the same reason, it can 

work with day-zero worms. 

This correlation significantly reduces raw event data, facilitates response prioritization, and 

maximizes results from deployed countermeasures. Figure 5 shows an example of how rules are 

portrayed in MARS. 
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Figure 5.   Rule Example 

 

Rules are made up of several elements. Some elements are highlighted in the red boxes in Figure 

5. 

� Time Operator: A rule can be created from one line, or multiple lines. In the second case, 

there is more than one event that needs to happen. In the Operation column you can 

choose different operations, such as Followed-By, AND, or OR. This allows you to define a 

logical sequence among different events. You can use parentheses as in mathematical 

expressions.  

� Variables: Context correlation can be achieved by using variables. In the first line of the rule 

we are using as an example, you have two variables, $TARGET1 and $TARGET2. The 

names are not important in the sense that the name of the variable is independent from the 

context, and a single variable needs to be treated as an “x” or a “y”. You can also create 

and name your own variable. A variable is used to add a context to an event and to carry on 

a specific value to a following step. For example, once an event matches the first line, you 

have a specific value for the variables $TARGET1 and to $TARGET2. At this point in all the 

following rows, you are not looking any more for a general value, but for the IP addresses 

to match. In this case, the event that matches the second line has exactly the same source 

IP and destination IP of the first match. The variables can be used not only for IP 

addresses, but also for events, services, or usernames.  

������� Variables for the services are more complex because you can specify a limit to the 

protocol, destination, or source. Please refer to the MARS Local Controller user guide on how to 

use service variables.  

In the example in Figure 5, an incident is created if the victim ($TARGET2) is then 

accessing the attacker ($TARGET1) on 5554 to download the malicious software, and then 

trying to replicate itself via port 445. 

� SAME and DISTINCT variables: Special variables are the SAME and DISTINCTS that you 

see in the example rule. They refer specifically to multiple counts of the same line: they are 

not used to correlate items among different lines. The DISTINCT variable is most important 

because it is used to make sure that specific behavior, such as scans, is identified 

correctly. If you want to specify a port scan, you could say “I want this IP to go to the same 

destination hitting ANY port 10 times,” but in this way you do not enforce that the ports must 

all be different. So even if this might likely be a problem, it is not a port scan. Looking at the 

same example in Figure 5: Rule Example you can see that in the last line, you want the rule 

to fire if at the end of the outbreak the victim is trying to replicate itself to at least 25 

different hosts. The minimum hit that the specific row has to have is in the COUNT column. 

If you see, for example, 25 hits but only 24 different destination IP addresses, meaning one 

of them is repeated, the rule will not fire. In contrast, the variable SAME means that if you 

have more than one hit count for a row, the specific value will always be the same. In this 
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example the SAME variable is also used: it could be omitted, since the fact that you have 

the $TARGET variable automatically implies that the source or destination IP has to be the 

same. Also, the hit count for the line is 1 and not multiple matching because there cannot 

be different matches. The SAME variable is most important when you have a one-line-only 

rule. Compare with Figure 6, where you want the specific service to be hit at least 25 times 

from the same host, and every time with different destinations. 

Figure 6.   Rule – SAME DISTINCT Usage 

 

� The ANY variable. This value should be tuned at least for a subset of rules. There are no 

restrictions on the IP addresses that can match the rule. For example, you might want to 

deny persons in the intranet from using chat (IRC), while permitting those using a computer 

that is connected to the DMZ. To do that, you can “tune” the rule to state that not ANY 

source IP can trigger the rule but only a subset. You can create a network group containing 

the different networks in the DMZ and say that all the traffic which is not in those subnets 

will trigger it (Figure 7).  

Figure 7.   IRC Rule Tuned 

 

� Time range. This says how much time can pass between the different events. For example, 

in Figure 7: IRC Rule Tuned there have to be 25 matching, and all of them have to happen 

within 2 minutes. If they happen in 2 minutes and one second, the rule will not fire. The 

maximum time that can be used is 24 hours. This limitation is because all the correlation is 

done in memory, and it would be resource-intensive to allow correlation for longer than 24 

hours. 

Rules do not focus on the specific devices that are sending events, but on the type of events. For 

example, when you look at the rules, you can filter either on the specific service you want to see, 

or just look for the event group types that are sent by the devices. 

In Figure 8 you can see how the rules are built based on event type groups (for example, 

Probe/Host Info/All). Those groups ship with MARS, and you can see how they are built under the 

Management > Event Management window and which events are part of each of them. 
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Figure 8.   Event Group Type Usage in the Rules 

  

In Figure 9 you can see a subset of the events part of the Probe/HostInfo/All category, and you 

can note that the events can be part of different devices or device types. When new signatures are 

added to MARS, most often it is not necessary to add new rules, but it is enough to add a new 

event to a specific group type, allowing a much higher flexibility. For this reason, you should work 

with event groups rather than with specific events. 

Figure 9.   Event Type Groups 

  

For how the groups are created, a single event can be part of multiple groups (see the group 

column) and new groups can be created and re-used within the reports or rules.  

2.3.3.  Rule and Worm Considerations 

Most (if not all) existing worms are one of two types: 

� Mass mailing: The worm sends out numerous e-mails to a fixed set of SMTP servers. 

� Scanning: Initiates connections to a large number of distinct destinations. These 

connections are typically denied if the firewalls are tightly configured.  

There are four system rules in MARS that should catch the above behaviors. These system rules 

are written to work off flows (firewall or NetFlow) or off IDS events.  

A) Client Exploit - Mass Mailing Worm  

B) Network Activity: Excessive Denies - Host Compromise Likely  
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C) Worm Propagation - Attempt  

D) Sudden Traffic Increase To Port  

Please take a look at these rules in the MARS GUI.  

Rule A needs to be tuned by defining a group of mail servers and setting “src != Mail Servers”.  

In Rules A, B, and C, the traffic limits are hard-coded while Rule D works with statistical averages 

and standard deviations. In the case where a customer is hit with the worm Zotob, Rules B, C, and 

D all fire. If Cisco Security Agent or any host IDS is running, there are other indications, such as 

registry modifications, which are captured by system rules like:  

E) Modify Host: Registry  

F) Modify Host: Security  

There is another way to catch worms. Most worms may also initiate connections to some high-

numbered backdoor port. However, these ports vary from worm variation to worm variation. One 

could simply write a generic rule that measures a high number of connections to any port within a 

service group. You can keep adding new ports to that service group when a new exploit becomes 

known. MARS tries to do that within Rule C where it has a system-defined service group called 

Recent Backdoor Ports. In any case, Rule B would (generically) catch this as well. 

2.3.4.  NetFlow Usage 

NetFlow is used in MARS to determine day-zero attacks specifically for a new kind of attack whose 

signatures are not known to IDS/IPS and that cause significant traffic increase.  

Anomalous behavior can also be present in an unusual but not a large amount of traffic between 

source and destination pairs that has not seen before. This can be determined by writing rules to 

match such patterns after saving NetFlow flows to the database. 

MARS uses NetFlow data and firewall traffic logs to: 

� Profile the network usage 

� Detect statistically significant anomalous behavior (from computed baseline) 

� Correlate anomalous behavior to attacks and other events reported by network IDS 

systems 

For example, the following traffic would fire an incident: 

� Same host to some port X target different hosts. 

� Multiple UDP going to the same port on the same destination.  

The NetFlow data and firewall traffic logs are treated uniformly since they both represent traffic in 

an enterprise network. Besides NetFlow, all logs in event type groups ‘Info/AllSession’ and 

‘FirewallPolicyViolation/All’ are processed in anomaly mode.  

After being added into a network, MARS learns the network usage for 4 working days (the user 

cannot change this value). It then switches to a detection mode where it looks for statistically 

significant behavior, such as when the current value exceeds the mean by two to three times the 

standard deviation. The profile window is a specific hour compared to the same hour in the past 

weekday or weekend day (workdays and non-workdays are treated differently). The baseline 

created is a sliding window, meaning that even when ‘detecting’ mode is started, the appliance 

stays in ‘learning’ mode and adjusts the baseline with changes in traffic. 
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MARS profiles the network at a granular level, tracking a configurable number of top (host, port) 

combinations by flows seen and packets exchanged for every hour on each day of the week. By 

default, MARS does not store the NetFlow records in the database because of the high data 

volume, although it can be configured to do so.  

������� MARS processes NetFlow only from devices based on Cisco IOS Software or Cisco 

Catalyst OS. MARS also processes them in the case of an unknown device. In all other cases the 

flows are discarded. 

Upon detecting an anomalous behavior, MARS starts to store dynamically the full NetFlow records 

for the anomalous flows (host, port); thus, the full context of a security incident (the infected 

source, the destination port, and so forth) is available to you. This system provides all the 

intelligence you need without storing all the NetFlow records, which would consume excessive 

CPU and disk resources.  

MARS provides built-in rules for correlating anomalous behavior with attacks reported by network 

IDS systems. These rules can capture a successful attack since a compromised host is likely to 

exhibit anomalous network DoS behavior such as: 

� Sending too many e-mails containing a worm. 

� Sending excessive traffic on a particular port looking for additional systems to compromise. 

Even without a network IDS system in place, a host compromised by an unknown attack is highly 

likely to exhibit anomalous behavior of the form described here and hence is easily detected by the 

MARS.  

You should configure MARS to profile hosts belonging to only a set of valid networks reducing its 

memory usage. Refer to the MARS Local Controller User Guide on how to do this. 

We do not recommend that you configure NetFlow on all devices. This would generate a lot of 

traffic and overload the devices. There could also be multiple routers reporting for the same traffic. 

Ideally, NetFlow should be collected from the chokepoint of your network: the distribution switches 

and routers, together with Internet-facing routers or syslog from firewalls. This traffic should 

represent the entire network.  

You should consider the performances of the devices on which you want to enable NetFlow. For 

information about the impact of NetFlow on a number of software-based platforms, go to this URL: 

http://www.cisco.com/en/US/tech/tk812/technologies_white_paper09186a008014a2a0.shtml. 

If you want to send NetFlow to MARS and other third-party collectors, but do not want to export to 

two IP addresses duplicating the traffic, you can use the flow-fanout tool, for example, in the flow-

tools package:  

http://www.splintered.net/sw/flow-tools/docs/flow-fanout.html  

http://www.splintered.net/sw/flow-tools/. 

2.3.5.  Incident Visualization and Mitigation 

Security staff are often confronted with escalated events that require time-consuming analysis for 

resolution and remediation. MARS provides a powerful, interactive security management 

dashboard. The operator GUI (Figure 10) provides a topology map that comprises real-time 

hotspots, incidents, attack paths, and detailed investigation with full incident disclosure, allowing 

immediate verification of valid threats. 

http://www.cisco.com/en/US/tech/tk812/technologies_white_paper09186a008014a2a0.shtml
http://www.splintered.net/sw/flow-tools/docs/flow-fanout.html
http://www.splintered.net/sw/flow-tools/
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Figure 10.   Dashboard 

 

Figure 11.   Events and Sessions 

 

The left side of Figure 11 shows how many events and sessions have been received during the 

last x hours (you can customize the time interval from one day to one year).  

Data reduction is the ratio between the event and the sessions. For an effective use of the MARS 

appliance, this number should be higher than 50%. This means there is a good correlation that is 

performed by MARS. This number varies depending on the traffic and the number and type of 

devices you have added to the system. The more devices, the higher this number can be. If you 

have only one device, the sessionization would be very limited. The more events MARS receives 

regarding a specific activity, the higher is the correlation, and the capacity of analysis. This is 

because for a specific action MARS has more information, leading to a better analysis.  

The vector analysis (Figure 12) processes similar event sessions to determine if threats are valid 

or have been countered by assessing the entire attack path, down to the endpoint mandatory 

access control (MAC) address. This automated process is accomplished by analyzing device logs 
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such as firewalls and intrusion prevention applications, third-party vulnerability assessment data, 

and through Cisco Security MARS endpoint scans to eliminate false positives.  

Figure 12.   Path Definition and Vector Analisys 

 

The goal of any security program is to keep systems online and functioning properly. This is critical 

for preventing security exposures, containing incidents, and facilitating remediation. With MARS, 

you have a rapid means to understand all the components involved within an attack, down to the 

offending and compromised system MAC address. Cisco mitigation capabilities identify available 

“choke-point” devices along the attack path and provide the appropriate device commands that 

you can employ to mitigate the threat (Figure 13). 

At this point you can better understand the difference between devices and how they can be used. 

Network devices, such as switches and routers, can send a lot of valuable information to MARS, 

but at the same time they are important for understanding the path of the attack — they give more 

choices as mitigation chokepoint. Also, switches close to the endpoint can be important for MAC 

address identification, which is critical in a DHCP environment to identify the actual physical 

attacker. 

Figure 13.   Mitigation 
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The results of an incident investigation can be used to quickly and accurately prevent or contain an 

attack. 

2.3.6.  Real-Time Investigation and Compliance Reporting 

Cisco Security MARS can graphically replay attacks and retrieve stored event data to analyze 

previous events. The system fully supports ad-hoc queries for real-time and subsequent data-

mining efforts. 

You can create trending reports as shown in Figure 14 so that an anomaly can be quickly 

identified, and the trend can be changed at any moment from an hour to a year. Figure 15 instead 

shows an example of an historical report.  

Figure 14.   Historical Reports 

 

Figure 15.   Reports Example  

 

Cisco Security MARS offers numerous predefined reports to help implement operational 

requirements and assist in regulatory compliance efforts, including compliance with Sarbanes-

Oxley, the Gramm-Leach Bliley Act (GLBA), the Health Insurance Portability and Accountability Act 

(HIPAA), and the Federal Information Security Management Act (FISMA) in the United States, and 

the EU’s Revised Basel Capital Framework (Basel II). An intuitive report generator can modify the 

more than 80 standard reports or generate new reports for an unlimited means to build action and 

remediation plans, incident and network activity, security posture and audit, as well as 
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departmental reports-in data, trend, and chart formats. The system also provides for batch and e-

mail reporting.  

2.3.7.  Rapid Deployment and Scalable Management 

Cisco Security MARS is placed on a TCP/IP network where it can send and receive syslog 

messages and Simple Network Management Protocol (SNMP) traps, and can establish secure 

sessions with deployed network and security devices through standard secure or vendor-specific 

protocols. No additional hardware, operating system patches, licensing, or lengthy professional 

service engagements are required to install and deploy MARS. Simply configure your log sources 

to point to the appliance and define any network and source through the Web-based GUI or 

forwarding messages from existing syslog-NG or Kiwi syslog servers (those are the two officially 

supported syslog relays; others can be used as long as they conform with RFC 3164). This feature 

eliminates many network and device changes required to insert Cisco Security MARS into an 

operational network. 

The Cisco Security MARS appliance is centrally managed through a secure Web-based interface 

that supports role-based administration. The optional Global Controller appliance centralizes 

expansive security operations to provide a single view of the entire enterprise and to disseminate 

access privileges, configurations, updates, customized rules, and report templates, as well as to 

coordinate complex investigations with accelerated queries and reports that are processed locally. 

As the local Cisco Security MARS appliances execute queries and rules across the enterprise, the 

results are efficiently consolidated for rapid and centralized analysis at the system’s Global 

Controller. This scalable architecture yields an additional level of distributed processing and 

storage. The result is more cost-effective deployment and greater manageability, which addresses 

the requirements of large and geographically dispersed organizations. 

2.3.8.  Cisco Security MARS Technical Specifications 

The Cisco Security MARS family offers different performance characteristics and prices to meet a 

variety of organizational needs and deployment scenarios (Table 1). 

Table 1. Cisco Security MARS Products 

Local Controller 
Models 

Ev/Sec NetFlow/Sec Storage Rack Unit Power 

MARS 20R  50 1500 120 GB (non-RAID) 1 RU x 16 in. 300W, 120/240V 
autoswitch 

MARS 20  500 15,000 120 GB (non-RAID) 1 RU x 16 in. 300W, 120/240V 
autoswitch 

MARS 50  1000 30,000 240 GB RAID 0 1 RU x 25.6 in. 300W, 120/240V 
autoswitch 

MARS 100e  3000 75,000 750 GB RAID 10 hot-
swappable 

3 RU x 25.6 in. 500W dual-
redundant, 
120/240V 
autoswitch 

MARS 100  5000 150,000 750 GB RAID 10 hot-
swappable 

3 RU x 25.6 in. 500W dual-
redundant, 
120/240V 
autoswitch 

MARS 200  10,000 300,000 1 TB RAID 10 hot-
swappable 

4 RU x 25.6 in. 500W dual-
redundant, 
120/240V 
autoswitch 

Distributed Monitoring Global Controller 
Models 

Models Supported Maximum 
Connections 

Storage Rack Unit Power 
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MARS GCm Cisco Security MARS 
20/50 only 

5 1 TB RAID 10 hot-
swappable 

4 RU x 25.6 in. 500W dual-
redundant, 
120/240V 
autoswitch 

MARS GC Any Not currently 
restricted 

1 TB RAID 10 hot-
swappable 

4 RU x 25.6 in. 500W dual-
redundant, 
120/240V 
autoswitch 

3.  Deploying Cisco Security MARS 

Cisco Security MARS has different deployment possibilities, and can be implemented as one or a 

set of single devices, or in a distributed architecture. For each type of deployment, there are some 

things to consider before the actual implementation. 

Before you deploy MARS as a security threat mitigation system in your network, you must develop 

a set of policies that enable the application of security measures. 

Your security policy should:  

� Identify security objectives for your organization.  

� Document the resources to be protected.  

� Identify the network infrastructure with current maps and inventories.  

� Identify the critical resources (such as research and development, finance, and human 

resources) that require extra protection.  

Your monitoring policy should:  

� Identify the expected administrative traffic flows across your network, including user, 

source, destination, services, and hours of operation.  

� Identify expected network traffic for security probing and vulnerability testing, including 

user, source, destination, services, and hours of operation.  

� Identify the network infrastructure able to provide audit data in “network proximity” to the 

critical resources.  

� Identify the various event logging levels available from the devices and hosts in the network 

infrastructure.  

� Identify the devices and techniques used to investigate  

Your mitigation policy should:  

� Identify the choke points on your network relative to the critical resources.  

� Define your process for documenting mitigated attacks on Layer 2 and Layer 3 devices.  

� Define your process for documenting mitigated attacks at the host and application layers.  

� Resolve corporate ownership issues among network operations, security operations, host 

owners, and application owners on shared hosts.  

� Identify your policy for notifying security response teams and remediation teams.  

� Identify how you want to block detected attacks: block them temporarily or permanently, 

block them using MARS-generated rules, use custom rules defined by security operations 

team, etc.  

Your remediation policy should:  

� Identify the responses to detected but unmitigated attacks for each type of node in your 

network.  
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� Identify tool vendor update policies to ensure proper remediation of hosts and applications.  

� Identify the policies and procedures for isolating infected legacy hosts where remediation 

options are unavailable. These procedures may include restoring from backups or network 

isolation.  

After you develop your policies, they become the hub of the Cisco Security Wheel (Figure 16). 

Figure 16.   Cisco Security Wheel 

 

The spokes of the Cisco Security Wheel represent network security as a continual process 

consisting of four steps:  

1. Secure your system.  

2. Monitor the network for violations and attacks against your security policy and respond to 

them.  

3. Test the effectiveness of the security safeguards in place.  

4. Manage and improve corporate security.  

You should perform all four steps continually, and you should consider each of them when you 

create and update your corporate security policy.  

3.1.  Plan Before Deploying 

3.1.1.  Where to Place It 

The Cisco Security MARS appliance monitors your entire network. Its safety is important and 

critical for multiple reasons: 

� Its data indicates possible breaches or outbreaks in the network and could contain 

information on the weak spot of your network. 

� It contains data and credentials for your devices, both security and networking. 

� Administrators and auditors have to rely on its data related to what is happening. 

Even if MARS is behind a firewall and is a protected device, we strongly recommend that you 

place it on the management VLAN, on a trusted network, and protect it against possible breaches.  

The following are some suggestions for placing MARS in your network: 

� Location: MARS should have visibility in the entire network that you want to monitor. 

� Access lists: Implement access lists on your devices, so that only the necessary IP 

addresses, protocols, and users can access the MARS appliance. (Refer to the MARS 



 

 

Deployment Guide 

All contents are Copyright © 1992–2007 Cisco Systems, Inc. All rights reserved. Page 17 of 41 

Local Controller User Guide to see which protocols are used, based on the devices that are 

present in the network.) 

� Use separate interfaces for management and for monitoring: If the network is under attack, 

the interface used for reporting can be quickly heavily utilized, slowing the response time 

for the GUI for investigation and reporting. Use Ethernet0 for receiving events and 

Ethernet1 to browse to the interface.  

� Encryption (if needed): MARS receives logs via different protocols, some of them encrypted 

by nature, such as RDEP or SDEE, while others, such as syslogs, are not. If encryption is 

needed, it is suggested to create tunnels between the end devices (or a network device 

capable of tunnel termination as close as possible to them) and a device placed at the 

entrance of the management network. 

3.1.2.  Define Which Devices to Configure in Cisco Security MARS 

In order to have MARS perform an effective correlation, you should identify the list of devices to be 

added, and make sure that all of them have been imported correctly. In your environment you 

should distinguish your devices in the following categories, and then decide which to import in the 

MARS system. 

� Reporting devices provide logs about user and network activities and device status and 

configuration.  

� Mitigation devices respond to detected attacks. They might also act as reporting devices.  

� Supporting devices provide network services to reporting devices, mitigation devices, or a 

MARS appliance. They might also be reporting devices. 

Identifying which devices to monitor on your network depends on multiple factors, including their 

placement, the information they can provide, and the level of operation that you want to achieve 

from your MARS appliance.  

When considering which ones to declare as reporting and/or mitigation devices, be sure you know 

what data each of them can provide. Those that are in the Security and Monitor Devices list in the 

Admin tab are devices for which MARS not only parses the logs, but also knows the configuration. 

You should add reporting, mitigation, and supporting devices to this list. In this way MARS can 

read their configuration, use it to calculate the path of the incidents, and suggest mitigation points. 

If a device is added to the Security and Monitor Devices list, it does not have necessarily to send 

logs to MARS. 

������� If you have a non-supported network device in your network that you want to add to the 

topology, you can add it as a generic router and discover it though SNMP (as long as they use 

standard MIB-II information). In this way MARS can understand how it is located in the network. At 

the same time you can see the device in the topology. 

Because MARS only correlates data from monitored devices, you should take care in identifying 

which devices to monitor. The following are some examples of considerations you should make 

when identifying devices. This is not a complete list. 

� Consider the types of logs and data available from reporting devices on specific network 

segments, and select logs that provide the most complete picture of the activity on your 

network.  

� Identify mitigation devices at natural chokepoints across each segment in your network. 

You are more likely to stop an attack if these mitigation devices are identified to MARS. 
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When MARS identifies an attack, it studies the topology of your network to identify the best 

chokepoint; however, it only considers those devices that are monitored.  

� MARS can work also with NetFlow data, building a baseline of the normal traffic for your 

network and generating an alert when some anomaly is seen. If you want to use this 

feature, you should try to configure the devices sending NetFlow event to MARS so that no 

duplication of reported flows is introduced. For example, if traffic across two departments 

has to cross two devices inline, you should configure only one of them to send NetFlow. In 

this way you can avoid duplicate flows, and save resources on the appliance. It is 

suggested that you identify here the chokepoints in your network and enable NetFlow on 

those devices. 

Supporting devices can play an important role in the operation of your security threat management 

system. Therefore, you should inventory and review the supporting devices on your network, which 

include e-mail, AAA, DNS, and syslog servers.  

������� Evaluate the possibility of adding those devices before dimensioning the MARS solution. 

Because MARS is an appliance, the purchase of new hardware is required. Cisco provides 

hardware upgrade bundles if you do have to upgrade. 

3.1.3.  Identify and Enable All Required Telemetry Flows  

After you identify the devices, you must verify that the network services they use for management, 

reporting, and notification are permitted along the required traffic flows. You need to ensure that 

the management, logging, and notification traffic between the MARS appliance and each 

supporting device, reporting device, and mitigation device is allowed by intermediate gateways.  

In addition, network services of supporting devices, such as DNS, e-mail, AAA, and NTP servers, 

must also be permitted to flow among the MARS appliance, the supporting devices, and the 

reporting devices and mitigation devices on your network.  

We recommend that you have all devices, including MARS appliances, synchronized to the same 

time using an NTP server. This is important for multiple reasons: 

� When communicating with devices where a certificate is used, as for example with the 

sensors, the communication might be rejected from the device if the certificate has a wrong 

time stamp. 

� If devices are not synchronized, correlation can break, since time is also considered when 

performing sessionization. 

������� MARS applies the device time to received events only. For all events pulled from devices 

such as IDS/IPS devices or Windows, MARS uses the reported time as long as that reported time 

falls within 3600 seconds of the time on the MARS appliance.  

3.2.  Setting Up Cisco Security MARS 

3.2.1.  Bootstrap and Add the Devices  

You should bootstrap each device that you want to add to the appliance, to ensure that the desired 

communications with MARS occurs.  

Perform the following bootstrap tasks as applicable to a device type and its role:  

1. Turn on the correct logging level and logging services. Please refer to the specific device 

configuration guide for further details.  



 

 

Deployment Guide 

All contents are Copyright © 1992–2007 Cisco Systems, Inc. All rights reserved. Page 19 of 41 

2. Direct the logs to the MARS appliance or identify the appliance to receive or pull those logs as 

needed.  

3. Enable discovery of the device settings; for example, enabling SSH and defining a username 

that MARS can use. This account is used also for mitigation. 

4. Install an agent that collects the correct logs for the MARS appliance if needed (Windows or 

Cisco Secure ACS). 

5. Set up vulnerability assessment information for hosts. You can detail this information for any 

host, whether it is a host representing a reporting device, a mitigation device, or an important 

asset on your network. This information identifies the operating system, patch levels, and the 

network services that run on the host.  

6. After you identify and bootstrap the devices and enable the required traffic flows, you must 

add them in MARS. Devices that send logs to MARS need to have the correct reporting IP 

address set, or MARS cannot recognize them as known devices, and cannot parse their logs. 

After you add the devices, you must activate them by clicking “Activate” on any page in the 

Web interface. 

������� While the MARS appliance picks up and stores the events it receives, it does not inspect 

them until the reporting and mitigation devices are defined and activated in the Web interface. Any 

events published by a device to MARS before being added and activated in the Web interface can 

be queried as an “unknown event” using the reporting IP address of the device as a match 

criterion, or a specific set of keywords. 

Due to the importance of the reporting IP, if the network is set up so that it might change, consider 

setting up a loopback interface and use its IP as source of the logs. 

In deployments where a failover firewall is present, there are two options: 

� Use the virtual IP as server: In this case only one firewall can be added to the MARS 

appliance with the virtual IP, and MARS does not know which physical device is passing the 

traffic, unless you decide to monitor the failover activity logs. 

� Use a management IP for each physical device. In this case MARS can distinguish which 

physical device is passing the traffic and both can be displayed in the topology. 

������� MARS works with data in memory; therefore, a commit of the changes (whether they are 

rule or device) is not enough to activate them, because the data in memory will not see them. 

Clicking “Activate” reloads the database so that the new devices or rules, or any other possible 

changes that have been done, can be seen and applied. 

You should add devices to the network one by one. This allows you to better identify any problems 

that might arise and to isolate them to the part of the network on which you are working. 

To check that all the devices are reporting and have been set up correctly, the following sequence 

is suggested (for devices pushing information to MARS): 

1. Configure a subset (or all) of the devices to send logs to MARS. 

2. Add the devices to the MARS GUI. 

3. Run an “Unknown Event Reporting” query/report, and verify that there are no devices 

reporting to MARS with an “unknown reporting IP”. This means that MARS is parsing correctly 

the logs from all the devices and they have been set up correctly. 
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4. Repeat the same sequence for all subsets of your network that you have identified, until all 

devices have been added. 

5. Repeat the test periodically to make sure that all devices are configured correctly. A good idea 

is to set an hourly or periodic report to be e-mailed with the list of unknown reporting IPs. 

When the network has been fully configured and no “unknown reporting IPs” are reported for 

some time, you can then remove the report, or to change it to a longer period of time. 

������� If you cannot view the events in MARS, you can run the TCPdump command from the CLI 

to first make sure the events are arriving and received by MARS. 

3.2.1.1.  Consideration on Firewall Syslog Level 

The MARS User Guide suggests that firewalls added to the list of monitored devices have debug 

syslog level turned on. Depending on how the firewalls are implemented and the load that they 

have, debug might be intense on the device itself. It is possible then to change the severity of the 

needed logs to an informational (or higher level). 

If you want to follow this approach and turn on a lower syslog level, and still have proper 

sessionization, below is a list of logs that are needed to perform correct sessionization. If you want 

to enable a higher syslog level on the firewalls (whether they are Cisco ASA adaptive security 

appliances, Firewall Services Modules [FWSMs], or PIX security appliances), make sure that you 

change the level of those logs so that MARS will receive them.  

������� The syslogs reported below are those needed for sessionization, but there might be other 

logs at the debug or informational level that you might want to receive for other purposes; for 

example, a specific URL accessed by one user if you are doing URL filtering in the firewall. This 

depends on the specific version of firewalls and software you are using. Here is a link to the syslog 

for the Cisco FWSM 3.1 list and the Cisco PIX Software 7.2 list. 

logging message 106100 

logging message 106001 

logging message 106002 

logging message 106006 

logging message 106007 

logging message 106010 

logging message 106012 

logging message 106013 

logging message 106014  

logging message 106015 

logging message 106016 

logging message 106017 

logging message 106018  

logging message 106019 

logging message 106020 

logging message 106021 

logging message 106022 

logging message 106023 

logging message 302001 

http://www.cisco.com/en/US/products/hw/switches/ps708/products_system_message_guide_chapter09186a00804d74bd.html
http://www.cisco.com/en/US/partner/products/ps6120/products_system_message_guide_chapter09186a008066633c.html
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logging message 302003 

logging message 302007 

logging message 302008 

logging message 302013 

logging message 302014 

logging message 302015 

logging message 302016 

logging message 302017 

logging message 302018 

logging message 302020 

logging message 302021 

logging message 302022 

logging message 302023 

logging message 305009 

logging message 609001 

logging message 609002 

logging message 313001 

3.2.2.  Configure Groups 

For better use in the definition of the queries, reporting, and rules, you can create groups. You can 

create different types of groups: 

� Device or network groups. For example, a group of mail servers or a group of critical 

devices that you want to treat in a different way. Create device groups as shown in Figure 

17. 

Figure 17.   IP Management and Device Groups 

 

In the IP Management page, you should define groups that might be used later for reports 

or rules. The following is a suggested subset of groups: 
� Internal networks 
� DMZ networks 
� Mail servers 
� DNS servers 
� Groups of devices using specific applications 
� Data center networks 
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� Critical subnets 
� Any others depending on your environment 

� Service groups. You can use the GUI to define new services, as well as service groups. 

The list of services in MARS does not consider only well-known services and “good” traffic. 

In Figure 18 you can see how you can create a new group or work with existing ones. It 

also keeps tracks of all possible outbreaks and the ports they act on. For example, in 

Figure 19 you can see all the known traffic that can operate on port 25 besides normal 

SMTP traffic. 

Figure 18.   Service Management  

 

Figure 19.   Use of Port 25 for Known and Unknown Traffic 
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MARS ships with a set of predefined groups mostly regarding common outbreaks (Figure 20). 

Figure 20.   P2P Service Group 

 

� User groups (Figure 21). This facilitates specifically the setup of the rule alerts. 

Figure 21.   User Groups 

 

This feature makes it easier and quicker to tune rules and to create specific reports. Refer to the 

MARS Local Controller user guide for more details on how to create and manage groups. 

3.2.3.  Working with Events 

MARS has a database of more than 16,500 events (Figure 22). Each event received and 

processed from the different devices by MARS is mapped to a predefined event. You can see the 

events that MARS has in the database from the Management > Event Management Page. 

Figure 22.   Cisco Security MARS Events 

 

From the Event Management page you can filter by device type to see which events MARS can 

process. For example, you can filter for Cisco Security Agent events from the drop-down list and 

see all the events that MARS can filter related to the Cisco Security Agent. You can also filter by 

string, severity, or group of events. 
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In this page you can also see which event group one event is a part of, and vice versa. This page 

can be very useful in the definition of the rules and reports, where it is much more convenient to 

work in terms of groups than in terms of single events. 

3.3.  Monitoring Your Network 

There are different ways to use MARS. In a large enterprise you might have people dedicated to 

the MARS appliance. In a medium-sized or small company, most people continue with their regular 

work while keeping an eye open for any incidents that might show up on the dashboards. If 

anything strange shows up, they will investigate further. 

One important value of MARS is the capacity of giving traffic patterns for everything that happens 

in the network. If the firewalls are implemented correctly, it can be very specific in the type of traffic 

that is seen, so that it is often possible to immediately see if there are some anomalies with 

respect to the traffic normally seen, or anything that is violating the policies. 

The amount of time that is required to tune the system might vary depending on how the network is 

set up, and how much the single devices are tuned. In an environment with devices tuned at a 

medium level, it can take 8 to 12 weeks to have the MARS appliance adjusted. It is difficult to 

assign a specific value to the accuracy that can be reached implementing and tuning the system, 

since it can differ significantly depending on the amount of effort that you put in it and the type of 

traffic you have in the network. The more variable traffic is on a network, the more difficult it might 

be to define general rules to understand what can be a false positive, and tuning is always an 

ongoing effort. 

Defining those drop rules also depends on how trustworthy you want to be for specific operations 

and alerts, and how much time you can dedicate to it. Sometimes users just want to create the 

least possible number of drop rules, and investigate any incident on an individual basis. Other 

times they are trying to do the opposite. An option can be to create a drop rule that can still log the 

events, so that reports can have all the data needed for a complete analysis of the traffic even if an 

incident is not created. 

3.4.  Incidents and System Tuning 

As with all monitoring applications, tuning log generation and event processing is key to technical 

accuracy and performance. After you complete the provisioning phase, you must configure MARS 

to help you meet your broader security goals and requirements. During the monitoring phase, your 

primary need is to effectively implement your monitoring, mitigation, and remediation policies. This 

phase involves defining the strategies, rules, reports, and other settings required to achieve this 

goal.  

These strategies are concerned less with desired traffic flows and generated events and focus 

more on what to do after the MARS appliance processes that data. These strategies are at the 

heart of how you want to use MARS to protect your network, taking into account the short- and 

long-term requirements of monitoring and forensic analysis, as well as how to stop ongoing attacks 

and clean infected hosts. These strategies encompass not only your expected interaction with 

MARS, but the expectations of your reporting devices as well. Essentially, they identify the roles, 

tasks, and data requirements that you anticipate so that you can map events, rules, queries, and 

reports to those roles that provide the data required by the identified tasks.  

As with any security system, it is recommended to assign to the different users the lowest-level 

privilege required to perform their job. Admin-level privileges should be reserved for administrators 

of the MARS appliance. 
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3.4.1.  Define Policies 

Before starting to tune your system, you need to define what traffic should be permitted in each 

part of your network, and what traffic should be denied. Only after you have defined those items, 

can you effectively tune your MARS appliance.  

Policies are important for several different reasons. Here are some factors to consider when first 

setting up the MARS system in your network: 

� How to tune the predefined rules. 

� Which custom rule to create to be alerted on specific actions that might happen in your 

network, or how to tune existing ones. For example, if you want to keep track of who is 

modifying configuration of your devices beside the administrators, you have to know in 

advance what usernames are allowed to perform which operations, which devices you want 

to keep under surveillance, and so on. 

� Define which report you want to monitor the most (for example, in the “My reports” page, or 

to which to attach e-mail notification). 

� How to tune system reports. 

� Which custom reports you need to define if you do not find one that monitors a specific 

aspect of your network that you are interested in. 

3.4.2.  False Positives 

In Cisco Security MARS, the term false positive means something different from what it means for 

an IPS. For an IPS, a false positive is an event that was sent in error, because nothing malicious 

happened. In Cisco Security MARS, a false positive is an incident that happened, but one that did 

not succeed or reach its destination. Events that are sensor false positive cannot even generate 

an incident in MARS because they can be filtered out not matching any specific behavior or rule. 

There are different types of false positives in MARS: 

� System Defined False Positives: Incidents that MARS knows did not succeed because 

either a firewall blocked the traffic or an antivirus cleaned the virus, for example. 

� To Be Confirmed False Positives: Incidents for which MARS cannot define the accuracy, 

and is asking you to confirm. This might be the case, for example, of a Nessus scan that 

was initiated by MARS, where you need to specifically confirm the outcome of the scan. 

� User Confirmed True Positives: Those are incidents that were “To Be Confirmed” and that 

the user manually changed in this state. 

� User Confirmed False Positives: Those are incidents that were “To Be Confirmed” and that 

the user manually changed in this state. 

When a “To Be Confirmed” is generated, you have to decide if you want to tune the system, 

maybe creating a drop rule for the specific case, or if you want to keep confirming case by case 

every time something similar happens. 

False positives are identified in two places: on the Summary page and in the False Positive page 

under the Incident tab. Those two pages have different numbers. The number for ‘To be confirmed’ 

false positives on the Summary page is the number of instances of false positive firing events, 

while in the Incidents > False Positives page, they are grouped based on the same combination of 

event type, destination IP, destination port, and transport protocol as you can see in Figure 23. 



 

 

Deployment Guide 

All contents are Copyright © 1992–2007 Cisco Systems, Inc. All rights reserved. Page 26 of 41 

Figure 23.   False Positives To Be Confirmed 

 

On the Summary page you see the total instances of false positives, regardless of the type they 

are, while on the Incidents > False Positives page you see only the type of false positives. So, 

even if you have more instances of the same type, you have only one value for the specific 

combination. 

An important role in the definition of the false positives is given from the vulnerability information 

that you can enter manually into the appliance or that you can enter in a dynamic way via Nessus 

or external vulnerability assessment tools. The vulnerabilities found by the vulnerability 

assessment tool are used together with the event type information to determine if it is a false 

positive. Whenever applicable, the vulnerability assessment tool’s decision is used rather than the 

OS/application matching result. 

� It is possible to define statically the OS and the type of server, so that the Nessus scanning 

might not be necessary since the system has all the data needed (Figure 24). 

Figure 24.   Static Vulnerability Assessment 

 

� MARS has Nmap and Nessus built in. The scanning is performed intelligently from the 

application; therefore, not all the devices can be scanned, and not for every attack that the 

appliance sees. MARS performs non-harmful Nessus scans that have been tested 

internally by Cisco. The Nessus vulnerability assessment is started from MARS if and only if 

all the following conditions apply: 
� An incident has been generated for one server and that server is in the list of the IP 

addresses on which you allow vulnerability assessment to happen. 
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	 MARS does not mark the incident as false positive. (If MARS knows that the attack was 

stopped, it does not start any further investigation.) 

 MARS does not know if the OS is vulnerable, or know the OS and that it could be 

vulnerable to the attack. 
� There has to be a mapping between that attack and one Nessus script built into MARS. 

If, for example, the attack is new and there is not yet a mapped script for that attack in 

MARS, even if all the conditions apply, the scan cannot happen. 

To enable this function on the MARS appliance, you must define all networks that you 

would like the appliance to analyze. This is configured under the Admin > Networks for 

Dynamic Vulnerability Scanning page (Figure 25).  

Figure 25.   Vulnerability Assessment Scanning Setup 

 

� If you have a vulnerability assessment tool that MARS supports, you can import data from 

it. When MARS imports that server, it looks at the database and at all the information it can 

see for the devices that it has in the database. The information can be static, such as the 

OS running on the server, the patch level, and so on; or dynamic, such as the 

vulnerabilities that the server is vulnerable to. The information is imported only at import 

time and when a rediscovery of the vulnerability assessment server is performed. When 

you import the different servers in MARS and enable the vulnerability assessment option on 

them, you can also choose if you want to allow MARS to overwrite information received 

from third-party tools or not. If yes, if when the attack happens, the information from the 

third-party system is older than the cache time, MARS does an assessment and updates 

the internal database if it finds anything different from what was in before. If instead, the 

user chooses never to overwrite the information from the vulnerability assessment tools, 

MARS trusts that the information did not change even if it is not recent. 

������� If you import servers into MARS without specifying the OS or other parameters, when you 

import a third-party vulnerability assessment tool that has the information on those specific 

devices, MARS can update all the information, including the new data in its database, so that when 

the user investigates, one server can have all the new information. If instead, the user adds the 

servers in MARS with some information, when the third-party vulnerability assessment is imported, 

the vulnerability assessment information overwrites what was in the database data, except one 
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item: the OS (it is possible to configure from the GUI whether or not allow the vulnerability 

assessment to overwrite the OS). If you do not manually enter the OS application information, the 

vulnerability assessment adds the data for you; if you manually enter it, you have the option to 

allow or disallow the vulnerability assessment to overwrite the OS. Open ports are always 

overwritten by the OS, since it is something dynamic; what you entered a month ago might no 

longer be useful. 

3.4.3.  Rule Tuning 

Inspection rules correlate events from disparate devices into meaningful sessions that reflect the 

end-to-end activities of an attack or other network session. By identifying the end-to-end view of 

attacks, MARS can identify mitigation points in your network. However, you can define inspection 

rules to accomplish different goals: identification of an attack is just one possible goal. Other goals 

include identifying use of priority assets, network health, and refining your network configuration 

based on usage analysis.  

MARS ships with more than 120 system inspection rules; however, you can define new rules that 

are specific to your company policies. Organizing the rules that you create into meaningful groups 

can clarify your purpose and help you manage the system in a more effective way. 

You can use two methods to tune the rules you have in the system:  

� Device-side tuning: Tuning the IPS or other devices directly 

� Appliance-side tuning: Modifying MARS system rules, or creating drop rules, to avoid 

generating false positives incidents.  

MARS helps you make sense of the events you are receiving from your devices, but even if it can 

do a lot to reduce the amount of noise the devices are producing, a small percentage can still 

generate false incidents in MARS. Also, some people prefer to perform all the tuning at the 

monitoring level rather than at the device level. Keep in mind that while tuning in the MARS 

appliance can be easier, the sizing of MARS is done in terms of events/sec; therefore, if you have 

a lot of events from the devices that are filtered out from MARS, you might end up using a good 

part of the MARS processing power to analyze and drop events that could instead not even be 

sent at the source. The same observation is valid for bandwidth utilization. You should evaluate 

the correct trade-off between tuning at the MARS and what to tune at the device level. You need to 

find the right trade-off among the two. 

Once you choose to tune an incident at the MARS appliance, there are a few options for you: you 

can modify an existing rule so that it is not firing if some conditions are met, refining the sources 

(as indicated before), or create a drop rule. 

3.4.3.1.  Modifying System Rules 

Some rules are defined to work in any type of network, while other rules need to be tuned to work 

correctly. For this purpose there is a small subset of fields in the system rules that can be 

modified:  

� Source IP 

� Destination IP 

� Reporting device 

� Action (this is for notification rather than for tuning reason) 
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Figure 26 shows a rule that detects an excessive amount of e-mail (at least 20/min) from a single 

host. To make it more powerful, create a group of mail server hosts and then an exception by 

excluding these hosts in the source of this rule. 

Figure 26.   Mass Mailing Worm Rule 

 

To create the group of mail servers, you can add them in the system and group them from the IP 

Management page. Then on the Rule page, click ANY under the Source IP Column for the Mass 

Mailing Worm rule and select the group you previously created, making sure to click the excluding 

operator, because you want the rule to fire if the source of the traffic is NOT one of the mail 

servers. 

Figure 27.   Tuning Against the Mail Servers 

 

Another example where you might tune false alarms modifying system rules is the Modify Network 

Config rule (Figure 28). For compliance reasons, this rule is needed to verify who is making 

changes to device configurations, allowing only specific users or IP addresses to initiate traffic to 

generate configuration changes to the devices. Every other IP address that is trying to make 

changes to any network device triggers an incident. 

Figure 28.   Modify Network Config Rule 

 

To apply a restriction to the Source IP address you can create a group of allowed devices and 

define that every other device triggers an incident, as in the previous example. 

If you want to put the limitation on the users rather than on the IP addresses, allowing 

administrators to access from any workstation, you have to modify the user parameter, which is 

not allowed for the system rule. You can do it by duplicating the system rule. At this point, the copy 
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is the same as the system one, but will be a user rule. Therefore, you can perform any changes 

you want (including the reported user). When clicking under the User column, you see a list of 

users that have been seen in the system already. If you want to add another user that has not 

been active yet, you can do so by clicking the Add Button just below the selection field page. With 

the same logic, you can define that if anyone that is not in the group is trying to log onto the 

devices to make changes, you want an incident to be created. 

Figure 29.   Modify Network Config Rule Tuned for Users 

 

3.4.3.2.  Creating User-Defined Rules 

Before implementing MARS, you must define what policies your company wants to look for. The 

predefined rule has a very good coverage of cases, but there can be a case where you need to 

create some custom rules to look for something specific you might want to monitor in your network. 

The power of the correlation engine can be used for a different set of analysis.  

Another example of customization with user rules is if you want to have an incident if anyone is 

failing logging three times in a short amount of time on your devices (Figure 30). If the victim is in a 

specific subset that is more critical to you, you will want to know immediately via e-page. In this 

case you can locate the specific system rule.  

Figure 30.   System Rule Password Attack  

 

Figure 31.   Duplicate a Rule  

 

You can easily copy it (see Figure 31), and change the default setting on the copy to say that if the 

destination of the incident is a specific subset of IP addresses (or devices), you want to be e-

paged. 

If you copy one rule to make small modifications, you might decide to change the status of the 

original in case you don’t want both of them to fire. If the copy is not intended to be a substitute of 

the original, you can leave both in Active state. You might want to do this if you want one to fire 

and send an alarm for a critical asset that might be involved and the second one to fire without 

firing an alert for the rest of the devices (Figure 32). 



 

 

Deployment Guide 

All contents are Copyright © 1992–2007 Cisco Systems, Inc. All rights reserved. Page 31 of 41 

Figure 32.   Password Attack – Customized 

 

In this case you will have two different incidents depending on the asset that is possibly 

compromised. Since MARS processes all rules from the beginning to the end regardless of the 

matching occurring, in case one of the specified devices is attacked, you will have two rules firing: 

the system rule and the customized one. An even better tuning would be to change the original so 

that it fires only if the destination is not one of the specified assets. 

Sometimes custom rules can be added for a short period of time while debugging an item.  

Here are some examples of custom rules: 

� You are having problems in setting up your tunnels, and have no easy tool to check what 

the problem is. Rather than turning on debugging on your devices, from the CLI, you can 

send your syslog to MARS. From here, you can run reports or rules to filter on specific 

messages, for example, on ISAKMP, or IPsec. You can use the keyword search operator to 

look for a specific subset of messages, even if those parameters are not filtered by MARS. 

In this case you can easily see what messages the device is sending and what can be the 

cause. 

� You want to make sure that only authorized personnel ID are trying to access your devices 

for security (See Figure 33). This means that you want to be alerted not just if you have 3 

failed logins on your firewalls, but if anyone is trying to log in with an IP address different 

from the one on the console in your Security Operation Center, which is the only one 

authorized to perform the changes. 

Figure 33.   Allow Configuration Changes Only from AppSrv1 and Srv2 Hosts  

 

3.4.3.3.  Creating Drop Rules 

Drop rules prevent MARS from processing specific events as part of potential security incidents. 

Drop rules differ from normal rules because they do not look at a sequence of events. Drop rules 

only select specific events for which, if they match the conditions, can no longer be firing events. 

Firing events are events that match a specific rule and therefore initiate the incident. 
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Those events can still be part of any other incident (Figure 34). 

Figure 34.   Drop Rule Examples 

 

In the first rule, the “IIS CGI Double Decode” event will not fire any incident if it starts from the 

source IP 20.20.1.15 to the Corp-web1 device.  

When creating one drop rule from a specific incident, clicking the False Positive button enables 

you to choose among limited values that are matching the specific incident you were working on 

(Figure 35). Any drop rule can be modified in a second moment and more IP addresses can be 

added to it, or more events can be selected for the same rule (Figure 36). 

Figure 35.   Starting the False Positive Wizard 

 

Figure 36.   Drop Rule Wizard 

 

Drop rules can also be changed to an “inactive” state and modified at any time exactly in the same 

way as you do for normal rules. 

Another parameter to choose when defining a drop rule is if you want to drop the event completely 

or log to the database. If the event is not stored, it will not be available for reports or any other 

investigation, while events that are saved in the database will be used in the queries and reports. 

When defining drop rules, you should be as precise in their definition as possible. For example, 

identify the source of expected ping sweeps by an IP address, which is much more difficult to 

spoof as it requires explicit knowledge of your network and administrative practices. You can 

further qualify the rules using a combination of seven conditions: source, destination, service type, 

event type, time range, reporting device, and event severity. 
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3.5.  Queries and Reports 

Queries and reports are forensic analysis tools. They help you analyze historical data and enable 

you to identify trends over longer periods of time than the real-time monitoring features of MARS. 

The relationship between queries and reports is as follows: 

� Queries are on-demand, refined inspections of data as defined by a report template. 

Queries allow you to narrow or broaden your search based on a report template by filtering 

the search criteria. 

� Reports are scheduled to run periodically, enabling you to define the periods and 

frequencies that you want to inspect on an ongoing basis. For example, a report can also 

be added to the My Reports page showing visible trending on the traffic.  

MARS provides many predefined report templates, but you can define new report templates that 

focus on the incidents and events important to fulfill your policies. This feature can be especially 

useful for adhering to compliance reporting requirements, as you can define a report, schedule it to 

be generated and e-mailed, and store the results as part of your audit records.  

When working with MARS, there are no set reports that need to be run. It depends on the policy 

defined, and what you are looking for.  

The reporting capability might be intensive for the appliance. We recommend the following for 

better report performance: 

� Use the report scheduling feature. In this way, MARS knows that some reports will have to 

run and will plan accordingly, collecting the data little by little, rather than doing everything 

at once. 

� Run report for a shorter period of time, and maybe more often. The longer the interval of 

time is, the more time it will take to run. It is better for the system to run reports more often 

for shorter periods than it is for it to run fewer reports for longer periods. 

� If reports are particularly slow, you can see if other activities are running (for example, 

network discovery) that could impact the MARS CPU. 

The reports that require the most resources are those that have been added to the Network 

Status, while the My Reports page can be customized following your needs. 

During the tuning process, determine the report that best fits your needs by reviewing the 

embedded templates to learn the type of output that they generate (Figure 37, Figure 38, Figure 

39).  
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Figure 37.   Predefined Report Groups 

 

Figure 38.   Report Templates for COBIT Looking at Malicious Software 

 

Figure 39.   Report Templates for COBIT on Authentication and Access 

 

Often, predefined reports need to be tuned to better match the actual specifics of the networks in 

which MARS is implemented. Use the predefined reports as templates to define more specific 

ones, based on the IP addresses and reporting devices that are implemented in the network. This 

is true especially for the compliance reports. These reports need to be tuned with the usernames 

of the people that are allowed to access the data, or the IP addresses of the different applications 

the report needs to be run against. 

Besides tuning existing reports, you can create new reports. Usually, custom reports are 

generated while investigating queries into incidents, and then saving those queries. 
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Some ways to tune reports include: 

� Look for any traffic generated against private IP address ranges that do not correspond to 

any network within the company. This behavior is typical of viruses that, once inside a 

network, try to infect one system and spread out. 

� Reports that look at traffic behavior, and that can help look at the trending data when you 

cannot be always in front of a dashboard, when notification on the incidentals is not used. 

� MARS is great to run reports to better understand the traffic pattern and the active sessions 

within a network. It can be used, for example, when moving around servers, or performing 

some IP redesign in a network. It can tell you exactly what type of traffic is passing through 

a server, and therefore what ports need to be open on the new firewall if one specific server 

needs to be moved around. 

3.6.  Custom Parser 

Cisco Security MARS allows you to enter any syslog or SNMP device into the network topology, 

configure it to report data to it, and query the data using free-form query. However, MARS cannot 

parse such data because it has no knowledge of the log format. The Custom Parser allows you to 

specify the incoming data format so that MARS can parse and retrieve session information from 

arbitrary logs. 

To add a user-defined log parser template, follow these steps: 

1. Add a custom Device/Application type. 

2. Add a log parser template: 

a. Define the event types for each device event so that the MARS can identify the “meaning” 
of the event. 

b. Define a pattern for each event so that MARS can match it correctly and recognize it 
when it is received. 

3. Add device with the above custom Device/Application type. 

Creating a custom parser can be challenging because you have to define a regular expression that 

can identity the specific values that you want to extract for every log. 

There are different considerations to take when adding custom parsers to facilitate the process: 

Define a subset of the logs that are high-severity and that are critical to be understood by MARS. 

For this subset you can define the necessary regular expressions, while for the rest of the logs, 

you can play with the keyword search in order to use them for rules or reports.  

If you plan to add a device as an IPS, for example, that can have a significant number of 

signatures and that requires some maintenance since they are periodically updated, a different 

approach can be taken. Depending on the content of the events, you could create some groups of 

signatures and have a smaller number of events in MARS, each for a group of signatures, and 

then when the incident/report is crated in MARS, you can look inside the raw message to find out 

the details of the signatures. You could for example create different events based on the protocol 

or on the type of attack, based on the data that the specific vendor provides in the message. 

Try to re-utilize the predefined event type within MARS. In this way, the existing reports and rules 

can function with the new events. If you cannot find a good match among the events that are 

already in the system, you can create your own event and events groups. Then you have to modify 

the existing reports/rules to include the new events, or create new ones for the new device. 
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For more details on how to use the custom parser, refer to the following document: 

http://wwwin.cisco.com/data-shared/stg/pmtool/MARS/custom_parser_userguide.pdf  

4.  Distributed Deployment 

If you deploy numerous Local Controllers, you can deploy a Global Controller that summarizes the 

findings of two or more Local Controllers. In this way, the Global Controller enables you to scale 

your network monitoring without increasing the management burden. The Global Controller 

provides a single user interface for defining new device types, inspection rules, and queries, and it 

enables you to manage Local Controllers under its control. This management includes defining 

administrative accounts and performing remote, distributed upgrades of the Local Controllers. The 

Global Controller is available in two models—MARS GCm and MARS GC.  

The MARS GCm is a smaller license intended for small but distributed deployments, where the 

company wants to reduce the usage of the WAN links. This license allows you to manage up to 5 

Local Controllers; each can be a MARS 20R, 20, or 50. The MARS GC is unlimited in the number 

and model of Local Controllers. 

In a distributed architecture, more than one MARS device may be used to facilitate this kind of 

deployment (Figure 40). Large enterprise customers, as well as ISPs and MSSPs, may use this 

architecture to segment networks, accommodate distributed locations with similar IP ranges, and 

accommodate a large number of devices. This method of deployment can also significantly reduce 

the bandwidth needed across all WAN links. This architecture is achieved with the use of a Global 

Controller.  

Figure 40.   Cisco Security MARS Distributed Design 

 

 

When you know ahead of time that your architecture needs one Global Controller and multiple 

Local Controllers, you should start the tuning and the deployment directly with the Global 

Controller, even if you might want to start with one Local Controller only. This is because it is not 

http://wwwin.cisco.com/data-shared/stg/pmtool/MARS/custom_parser_userguide.pdf
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possible as of MARS 4.2.2 to export configuration (as rules, reports, drop rules) out of a Local 

Controller to import them into a Global Controller and replicate them. 

4.1.  Bandwidth Requirements 

The bandwidth requirements in a Global Controller-Local Controller deployment vary, depending 

on the network to be monitored and its characteristics. Most bandwidth is used in reporting and in 

the topology update between the Global Controller and Local Controller. Here are some 

considerations on the minimum bandwidth required: 

� A minimum of between 128 K in small to midsize deployments per Local Controller (multiple 

MARS 20R, MARS 20, or MARS 50 appliances).  

� A minimum of between 384 K in small to midsize deployments per Local Controller (multiple 

MARS 100 or MARS 100e appliances).  

� A minimum of 528 K for MARS 200, so usually a T-1 or larger  

There can be one Global Controller to multiple MARS 20 appliances over a 64-KB WAN link, but it 

could create problems when polling multiple Local Controllers for a large report. 

������� These numbers are only examples. Each situation should be evaluated individually.  

5.  Sizing 

Sizing a MARS deployment can be complex, if you do not have a good knowledge of your network.  

Each MARS appliance has as a main parameter the number of events/sec, but this is not the only 

factor to consider when making a sizing decision, as it is not the number of devices that are 

reporting to MARS. 

The same device can generate a very different amount of alerts, depending on different 

parameters. Some of them are the following: 

� How many services are enabled 

� How many access lists are enabled 

� How clean is the traffic in the network 

� How an IDS/IPS is tuned 

� How many users you have 

For this reason the sizing has to be approached in a different way, and evaluated carefully with the 

people that know most of what type of load the events can generate.  

If a syslog server is not already in place in your environment, an application (for example, Kiwi 

http://www.kiwisyslog.com/index.php) can be used to monitor the syslogs and have a clear idea of 

the amount of information that can be generated, at least from the syslog portion of the events. 

The server could have already the same IP address that you can assign to the MARS later on, so 

that the configuration of the devices has to be modified only once. On top of a safe approximation 

of the syslog/sec, the number of other events can be added using other tools if possible, or 

estimates in the worst case. 

If it is possible to place directly one MARS in the network instead, it is possible to see the 

events/hour on the dashboard, and from here estimate the events/sec. 

http://www.kiwisyslog.com/index.php
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At the same time, there are other parameters to keep in consideration. Following are some 

questions that you should think about and answer before making any decision. 

� How much data retention do I need? 

Each appliance has a different size hard disk, and therefore is capable of storing a different 

amount of data for the same rate of logs. Some companies might have a requirement on how 

many days, weeks, or months worth of data they want to have on the system and not in an archive. 

Therefore, even for a moderate number of events/sec, they might need to have a bigger machine 

with a bigger hard drive space. 

� Is my network going to grow? 

MARS is an appliance. To upgrade to a bigger size, it is not enough to purchase a different 

license; the hardware needs to be replaced as well. It is good to start planning ahead for future 

expansion that the company could have. Things are easier when a Global Controller is involved; at 

this point, a sufficient upgrade would be to add another Local Controller, and reorganize the 

reporting structure. 

� Do I know all the device types that will be reporting to MARS? 

Very often, customers start buying MARS only for its firewall and IDS/IPS monitoring capability, but 

after using it for awhile, they understand its power, and start thinking of adding more device types. 

MARS helps customers consolidate different consoles they might have, monitoring custom 

applications, and so on. It is important from the beginning to stretch this importance; how well 

MARS can correlate among all sort of devices, and the value of doing it.  

� Am I geographically dispersed? 

MARS has a distributed option, where there is a set of Local Controllers reporting to a Global 

Controller. The Global Controller is available in two styles: the GCm (up to 5 LCs, and only MARS 

20 or MARS 50), and Global Controller (unlimited). Even if you have a small network, it could be 

better to have more small Local Controllers reporting to a Global Controller, rather than having one 

or few big appliances. Segmentation is suggested to save in bandwidth. 

� Do I want hot-swappable disks? 

Different appliances have different hardware characteristics, where bigger appliances have better 

RAID, or hot-swappable hard drives or redundant power supplies, which can better meet high-

availability requirements. 

� Do I want to run close to the performance limit? 

It is not a good idea to run close to the maximum number of events/sec. The main reason is that in 

case of a sustained attack, MARS has to keep functioning. The model can sustain bursts of traffic 

higher than the declared one, but not for a long time. Also, if you know that you will run expensive 

reports, or that many users will be accessing the appliance, this might require a bigger use of 

resources for administrator functions, rather than just syslog correlation. For these reasons, it is 

better to have the appliance running not as close to maximum capacity. 
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6.  Customer Case Studies  

The following data was taken from two MARS customers. This survey was done to provide the field 

with actual customer data about how MARS is being used, the number of devices they have, and 

other data. 

6.1.  Fortune 500 Financial  

General Network Design  

They have imported 170 devices into Cisco Security MARS, including: 

� Cisco PIX security appliance pairs (logging at Level 6) 

� 2 Cisco VPN 3000 Concentrators (using SNMP) 

� 3 IDS 4200 Series sensors 

� Cisco Catalyst 6500 Series  

� 15 other model switches  

The company has enabled NetFlow on:  

� 3 Cisco Catalyst 6500s in the distribution center 

� 2 Cisco gateway routers (one Cisco 3660 and one Cisco 3640)  

������� After enabling NetFlow, the CPU of the router actually went down from 25 to 22% of 

usage. 

The number of events per second that they are seeing on the MARS goes from 200 to 1600. They 

run a topology discovery every 24 hours. 

Custom Parser  

The customer’s topology includes binary devices that cannot be custom-parsed; they built a parser 

for two device types: 

1. AIX 5.2 devices with the following messages: 

� Failed logins unknown users 

� Failed UNIX servers 

� Failed loggings UNIX servers with IP address 

� Failed SU logins and successful logging with user accounts 

2. Trend Micro 

� Successfully detected and could not be cleaned 

� Virus successfully detected and cleaned 

� Detected and deleted the file 

Device Import 

The devices have been discovered manually. 

Rules 

The predefined rules cover all needs except for one, for which custom rules were created: 

“Logging into specific devices by certain devices” 
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Reporting  

The top reports the customer uses are: 

� All viruses discovered 

� How the virus was handled (deleted, cleaned, etc.) 

� All unusual events for Cisco gear 

� Enable password detection (if user is not authorized then it is flagged) 

� Unauthorized access 

� Citrix login successes and failures 

� NetFlow stats for WAN links (per port utilization and how it is being used). Note: There is 

one problem with this -- it provides both source and destination on one report 

Comments Provided 

There is a limitation in the device for long-term trending and analysis. Therefore, it is a good idea 

to save all generated reports as PDFs for regulatory compliance.  

Troubleshooting Installations  

1. What, if any, troubleshooting have you done during the installation process?  

� When creating a custom parser it is a good idea to add the device into MARS, have it send 

an unknown message type, and then cut and paste the message into the custom parser.  

� If you are manually adding devices, make sure that you add the device to the MARS before 

pointing the device to the MARS. This can reduce the amount of duplicate devices in the 

database.  

� When adding users to a report, make sure they are already configured, as they cannot be 

added manually on the report page. 

6.2.  Large Government Agency  

General Network Design - One 200  

They have one MARS 200. 

As far as devices they have a total of 449 devices among which: 

� Pairs of firewalls 
� 1 Cisco PIX 515 Security Appliance  
 1 Cisco PIX 525 Security Appliance 
� 1 Cisco PIX 535 Security Appliance 
� 2 Cisco Firewall Services Modules (FWSMs) Version 2.2 

� IPS  

The customer is rediscovering the network every day. They are running NetFlow on the core 

(Cisco Catalyst 6500 Series Supervisor Engine 2, MSFC 2 running native Cisco IOS Software 

Release 12.1). 

On average, the customer is seeing 7500 events/minute. 
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Custom Parser   

The customer has not implemented any custom parser; all the devices they need to monitor are 

supported.  

Device Importation  

The customer imported using a seed file. 

Rules 

Currently, the customer has no custom rules and is working on the system-defined rules.  

Reporting  

The top reports the customer uses are: 

� P2P most bytes transferred (uses report to assess if a P2P application is something that 

they want to offer to their customers) 

� Top events ranked by session (assessing whether other entities are doing “bad things” on 

the network) 

� Top reporting devices (to see if any configuration changes have been made) 

� Top events fired 

Storage  

The customer uses an NFS archive every 10 days, and has no idea how much information is 

stored on it. 

Comments 

Currently, the customer spends about 5% of their time working with the product.  

When creating the CSV file to import devices, do not use lowercase and uppercase letters 

because names are case-sensitive.  

Be consistent when naming the devices. 
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